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Abstract

Over the past years, large language models (LLMs) have gained significant attention and
have led to major breakthroughs in natural language processing (NLP). Despite their
remarkable efficiency and contextual understanding, LLMs still remain limited by their
tendency to generate hallucinated text, their reliance on static internal knowledge, and their
limited interpretability. To address these limitations, retrieval-augmented generation (RAG)
techniques have emerged as a hybrid architecture that couples the generative capabilities of
LLMs with external knowledge retrieval processes. By drawing on external knowledge at
inference time, RAG architectures are intended to enhance the accuracy and relevance of
their generated output, and they have already been widely used in areas where extensive,
detailed and up-to-date knowledge is needed. For this study, Scopus, IEEE Xplore, and
the ACM Digital Library were explored and utilized, with Google Scholar used only for
backward and forward citation checking, resulting in 191 peer-reviewed journal articles
published between January 2024 and April 2026. This methodological review presents
the research efforts regarding the use of RAG in LLMs for a variety of application fields.
Additionally, this review summarizes the main RAG architectural approaches, deployment
strategies, and evaluation metrics. Furthermore, the main open issues and future directions
are examined, to motivate further research on the field.

Keywords: retrieval-augmented generation (RAG); large language models (LLMs); natural
language processing (NLP); generative artificial intelligence (GenAl)

1. Introduction

Generative artificial intelligence (GenAlI) has emerged as a prominent technology in
natural language processing (NLP), enabling multimodal human-like outputs, including
text, images, and audio. In GenAlI, large language models (LLMs), a transformer-based Al
architecture, have been extensively trained on extensive corpora to be able to understand,
analyze and ultimately produce human-like text [1]. LLMs have been widely utilized
to generate human-like, consistent, and contextually grounded text/responses across a
vast spectrum of applications. Their general-purpose nature and flexibility across domain-
specific settings have enabled a widespread adoption in multiple areas, including healthcare,
finance, research, law, and education [2]. Compared with traditional recurrent and convo-
lutional neural networks (RNNs and CNNs), LLMs can achieve enhanced performance and

parallel processing capability, as well as more efficient training for sequence-to-sequence
tasks [1].
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However, despite their promising potential in addressing complex problems, LLMs
still face critical limitations when deployed in real-world settings. Their probabilistic nature
often results in incorrect or misleading answers, a phenomenon commonly known as
hallucination, which raises serious concerns, particularly in settings where accuracy and
trustworthiness are essential [3]. Furthermore, the static knowledge embedded in LLMs
leads to a significant reduction in the accuracy of the generated text [4]. Additionally,
the limited explainability of LLM-generated responses leads to reduced user trust in the
Al-generated text [5].

To address these shortcomings, the LLM models can be augmented with external
knowledge sources through retrieval-augmented generation (RAG) [6]. By combining
retrieval-based and generative architectures, RAGs enable a generative model to query an
external corpus at inference time, identify the relevant documents within a structured or
unstructured knowledge base, and utilize the retrieved information to ground the generated
response. Thus, in the RAG methodology, the parametric knowledge acquired during
pretraining is combined with non-parametric knowledge retrieved on demand [6]. RAG
systems are intended to reduce hallucination, improve transparency and increase factual
accuracy, depending on the quality of what is retrieved, as irrelevant, outdated or conflicting
evidence can also mislead the generator [1].

1.1. Related Work

The exponential technological breakthrough in NLP has accelerated the evolution of
LLM capabilities, while the increasing need for more accurate and up-to-date Al-generated
text trustworthiness in terms of explainability has stimulated significant interest in RAG
architecture. As a result, RAGs have attracted significant attention from the research
community, leading to several review efforts on the topic, analyzing both the architectural
design and the retrieval mechanisms as well as the application domain analysis.

A comprehensive review of RAG implementation is presented in [1], where the main
components of RAG architectures, the retrieval and generation methods in the legal domain
are considered. In addition, the survey also analyzes privacy issues along with ethical
considerations, as well as listing the most commonly utilized datasets. However, the analysis
and scope of the study are restricted to the legal domain; thus they do not provide broader
applications and perspectives of RAG methodologies across domains.

A survey is presented in [7] with the main focus being the use of RAG-driven methods
in conversational LLMs. The review focuses on the exploration of how RAGs, vector
databases, and alternative approaches (e.g., knowledge graphs) can address the challenges
that arise in the conversational analysis for various sub-domains in the field of agriculture.
This survey offers valuable insights concerning the memory development on conversational
LLMs, but is limited without offering a wider analysis of RAG architectures and evaluation
measurements in other fields.

Gao et al. [8] provide a comprehensive survey of the evolution of RAG architectures in
LLMs structures and include three main paradigms: naive, advanced, and modular RAGs.
Additionally, the review analyzes the retrieval, generation, and augmentation stages of
the RAG architecture and presents the major methods, tasks, datasets, and challenges in a
variety of applications including math, text generation, code, and code research, among
others. However, given the rapid evolvement in RAG technology, a more analytic and
up-to-date presentation of the RAG architectures, application, and benchmarks is required.

A scoping review of the RAG utilization for LLMs in the medical and nursing domains
is presented in [9]. The survey summarizes the state-of-the-art (SOTA) RAG methodolo-
gies in the two domains, focusing on agentic, multimodal, text- and graph-based RAGs.
Furthermore, the authors include a broad research on the reasoning strategies, and perform
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a taxonomy of stages in the RAG architectures, namely, knowledge retrieval, integration,
and generation, as well as intent identification. While this review performs a wide summa-
rization of current SOTA and future directions, its focus on the two domains is a limitation,
considering the understudied use of RAG architectures in cross-domain applications.

Zheng et al. [10] survey retrieval augmentation in computer vision, organizing existing
methods into retrieval-augmented visual understanding and visual generation, and extend-
ing the discussion to embodied Al. While this survey offers a broad view of RAG for visual
tasks, its focus on computer vision leaves text-centered and cross-domain applications of
RAG for LLMs outside its scope.

Table 1 compares the present review with existing RAG reviews in terms of review
period and corpus size, taxonomic dimension, application coverage and reproducibility of
selection. Most reviews with a reported protocol searched several bibliographic databases
and admitted conference papers or preprints, while the present corpus is restricted to
peer-reviewed journal and magazine articles retrieved from Scopus, IEEE Xplore and the
ACM Digital Library.

Table 1. Comparison of the present review with related RAG reviews; n/s, not stated.

Review Period; Corpus Taxonomic Dimension Application Reproducibility of Selection
Coverage
4-stage IR pipeline .
[11] n/s (pre-/retrieval /post-/generation) Cross-domain No protocol stated
[12] n/s; 200+ Graph approaches & functionalities Cross-domain No protocol stated
[13] n/s Graph indexing, retrieval, generation Cross-domain No protocol stated
Cross-domain;
[14] n/s Reasoning, acting, interacting broader than No protocol stated
RAG
. Pipeline components, . .
[1] 2020-2024; 22 precision/interpretability Legal only Protocol reported; 22 studies
7] 2019-2004; 113 PjermOry architecture n conversational - pgricyiqure PRISMA; 223 identified, 113 included
[2] 2020-Mar 2025; Indexing/retrieval /generation Education only Single database; search date & query
51 reported
[15] Jan 2020-Feb Methods, datasets, evaluation techniques Healthcare Systematic review; sources & count
2025; 70 reported
[16] 2023-2024; 20 E;;r:l“irit“k' retrieval source/strategy, Biomedicine PRISMA; 335 identified, 20 included
Nov 2022-May Functional type (text, KG, agentic, Medicine, R . . .
[9] 2025; 67 multimodal, plug-and-play) nursing PRISMA-ScR; 917 retrieved, 67 included
[17] 2022-2025; 30 Clinical application (diagnostic, EHR, QA)  Healthcare fcI;Ieilr\ﬁrA\é 123 identified, 30 included; dual
2020-May 2025, RAG stack components (retrieval, Cross-domain;  prign A 2020; 4721 identified,
[18] indexing, chunking, encoders, training, citation- . .
128 : 128 included; dual screening
generation) thresholded
. . Architecture (naive/advanced/modular), - PRISMA-ScR; 3980 identified,
(19] 2017-Jul 2025; 251 data source, method, task Medicine 251 included; dual screening
[8] n/s Para.ldlgms (nalve./ advanced/quular); Cross-domain No protocol stated
retrieval, generation, augmentation
Visual understanding, visual generation, L
[10] n/s embodied Al Computer vision ~ No protocol stated
[20] n/s Arc11.1tec'tures, training strategies, Cross-domain No protocol stated
applications
[21] n/s Evaluation targets, datasets and metrics Cross-domain No protocol stated
Jan 2024-27 Apr PRISMA-ScR; strings, fields, filters, dates,
This review 2026: 191 P Locus of architectural intervention Cross-domain counts, exclusions; subcategory mapped to

rule

The reviews in Table 1 indicate that the seventeen reviews fall into two groups. Those
reporting an explicit selection procedure are, with one exception, bounded by application
domain: five to medicine and healthcare [9,15-17,19], one to education [2], one to the legal
domain [1] and one to agriculture [7]. The narrative surveys of Gao et al. and [11-14,20,21]
and the vision-specific survey of Zheng et al. report neither search strings, corpus sizes
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nor eligibility rules. The one cross-domain review with a reported protocol [18] follows
PRISMA 2020 with dual screening, but restricts its corpus to highly cited studies published
up to May 2025 and admits conference papers and preprints. Corpus sizes among the
protocol-based reviews range from 20 to 251 studies, and only 1 review [16] performs a
quantitative synthesis, reporting a pooled odds ratio of 1.35 (95% CI 1.19-1.53) across
20 clinical studies.

1.2. Motivation and Contributions

The rapid evolution of the RAG ecosystem, expanding from conventional vanilla RAG
pipelines to more sophisticated architectures that include graph-based knowledge utiliza-
tion and agentic as well as multimodal reasoning, has led to several reviews on the topic in
a wider context of describing the architecture and application of RAG models. Although
these studies examine various applications of RAG methodologies, their rapid evolution
and growing attention on more accurate LLMs requires a broader and more up-to-date
methodological review. Additionally, the proposed taxonomy offers a principled framework
for organizing the RAG literature according to the main focus of innovation within the
pipeline, enabling a more systematic comparison of recent methods, and highlights the
main research directions that define modern RAG systems. The current review is multidis-
ciplinary and provides a detailed PRISMA-ScR selection process for peer-reviewed journal
articles, suggesting an architectural intervention taxonomy, while classifying each article at
the paper level. The review also includes a description of the level of architectural interven-
tion and the classification of each study included. Our contributions can be summarized
as follows:

e A methodological review of 191 peer-reviewed journal articles on RAG for LLMs
published between January 2024 and 27 April 2026 is presented, offering a broad
analysis of architectural designs, retrieval and generation strategies, and evaluation
metrics across a variety of application settings and domains.

e A novel taxonomy of RAG architectures, based on the main focus of innovation within
the pipeline, is introduced, generating six RAG family categories: Retrieval-Optimized
RAG, Orchestrated RAG, Structured-Memory RAG, Multimodal-Grounded RAG, Gov-
erned RAG, and Task-Compositional RAG.

e A thorough review of RAG methods in LLM system:s is discussed. In particular, in the
review, the orchestration strategies, architectural trends, and knowledge substrates are
analyzed, highlighting the RAG evolution from vanilla naive generation methodologies
to more complex and advanced frameworks.

e  Open challenges and future trends are discussed to highlight the increasing role of
RAG in complex end-to-end decision-support systems and to motivate academia and
industry to further explore the field.

The remainder of this article is organized as follows. Section 2 introduces the proposed
six-family RAG taxonomy. Section 3 categorizes the reviewed corpus based on application
domains, followed by a statistical analysis of the taxonomy in Section 4. Section 5 outlines the
foundational concepts and architectural evolution of RAG systems. Section 6 systematically
presents the evaluation metrics utilized for assessing RAG pipelines. Section 7 discusses the
literature grouped by the proposed methodological families. Finally, Section 8 highlights
open challenges and future research directions in the field, and Section 9 presents the
conclusions derived from the review.
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2. Inclusion and Proposed Taxonomy
2.1. Research Questions

The scope of this study is defined by a set of research questions formulated before the
search was executed. These research questions determine the eligibility criteria, the data
extracted from each included study, and the structure of the synthesis:

e RQI1. Along which architectural dimension do the peer-reviewed RAG systems for
LLMs principally innovate, and can those dimensions be organized into a set of mutu-
ally distinguishable methodological families?

e RQ2. How are the reviewed RAG systems distributed across the proposed families,
subcategories and application domains?

e  RQB3. Which mechanisms characterize each family, and which benefits and trade-offs
do the reviewed studies report?

e RQ4. Which evaluation metrics do the reviewed studies report in their results, and
which aspects of retrieval, grounding and generation quality remain unmeasured?

e  RQ5. Which open problem does each family leave unresolved, and which research
directions follow from the cost and evaluation gaps identified under RQ3 and RQ4?

Table 2 shows the research questions, the data extracted from the included studies, and
the section where they are addressed. The answers to the five questions are summarized in
Section 7.7.

Table 2. Mapping of research questions to extracted data and answering sections.

RQ  Data Extracted per Study Answered In
RQ1  Architectural component being the principal contribution — assigned family — governing rule Section 2

RQ2  Primary family — subcategory — application domain Sections 3 and 4
RQ3  Mechanism — reported benefit; reported cost or limitation Section 7

RQ4  Metric groups with reported values, coded for every included study Section 6

RQ5 Limitations and future work stated by the study; open question per family Section 8

2.2. Search Strategy and Study Selection

This study’s main focus is the way the RAG architecture has developed since search
augmentation became a standard component in deployed LLM systems. This reflects a
point in time when graph-structured memories, agent-based control, multimodal routing
and retrieval, and governance-aware retrieval are accepted as methodological advances.
It is this diversification which our taxonomy seeks to encompass and to use to outline the
recent evolution of RAG systems. This study adopts a methodological review approach,
reported in accordance with the PRISMA extension for scoping reviews (PRISMA-ScR) [22],
an extension of the PRISMA 2020 statement [23]. The scoping extension was selected in
preference to the core PRISMA 2020 checklist because the objective of this study is to map
the methodological structure of a rapidly diversifying field, namely, RAG. Consequently,
the PRISMA 2020 items concerning effect measures, risk-of-bias assessment, meta-analytic
synthesis, and certainty of evidence are not applicable to this synthesis. The protocol of this
review was defined internally before the final search was executed and is reported in full
below. PRISMA-ScR was preferred to the Kitchenham guidelines for systematic reviews in
software engineering [24] because the corpus spans clinical, engineering and social-science
venues, for which PRISMA is the common reporting standard. The review protocol was
not registered.

A search of the literature was conducted iteratively between January and April 2026,
with the initial search on 13 January 2026 and repeated at intervals to capture newly indexed
records, while the final consolidating search was performed on 27 April 2026. All counts
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| Identification |

Screening

| Included |

reported in this section and in Figure 1 derive from that final search, which supersedes the
intermediate iterations, reflecting the rapid publication rate in this field.

Identification of studies via databases

|

Identification of stud-
ies via other methods

Records identified from databases
(n = 659):

Scopus (n = 359)

IEEE Xplore (n = 151)

ACM Digital Library (n = 149)

!

Y

Records removed before screening:
Duplicate records (n = 102)

Removed for other reasons: ACM
conference-proceedings series (1 = 46)

Records screened on title and abstract,
with the full text consulted where
these were insulfficient (n = 511)

Y

Records excluded (n = 314):
Outside the scope of RAG for LLMs
(n = 280)

Records identified through
backward and forward citation
searching in Google Scholar (ref-
erence lists and first 100 cited-by
entries of each database record)

Y

Review or survey articles (n = 30)
Non-peer-reviewed publications (n =
2)

Not in English or outside the review
window (n = 2)

Y

Reports sought for retrieval (n = 197) }—»{ Reports not retrieved (n = 0) ‘

Records not already retrieved

through the databases: none
met the inclusion criteria

Reports assessed for eligibility (n =

197)

| Reports excluded (1 = 6):
" | Non-research article type (1 = 6)

Y

’ New studies included (n = 0)

Studies included in the review (n =

191)

Figure 1. PRISMA 2020 flow diagram of study selection [23]. No study identified through citation
searching was added to the corpus.

To be included in this review, studies had to meet the following criteria:

Be written in English;

Be published in peer-reviewed journals or magazines;

Be published within the selected review period (January 2024 to 27 April 2026);
Focus on RAG utilization for LLMs, including architectural design, retrieval and gener-
ation strategies, evaluation, or domain-specific deployment;

Report original research, namely, an RAG method or system together with its imple-
mentation or evaluation, or an empirical evaluation of RAG.

The following exclusion criteria were applied:

Book chapters, editorials, theses, white papers, and other non-peer-reviewed publications;
Conference proceedings;

Duplicate records;

Review or survey papers;

Article types that do not report original research, such as catchwords, perspectives,
commentaries and conceptual or vision articles without an implementation or evaluation;
Studies whose primary focus falls outside the scope of RAG, such as general LLM pre-
training, standalone fine-tuning, hardware optimization, or unrelated Al applications.

Publication-type restriction. The classified corpus was restricted to peer-reviewed

journal and magazine articles. This was a scoping decision rather than a judgment of
quality: conferences such as ACL, EMNLP, NeurIPS and SIGIR apply rigorous peer review,
and much influential RAG research appears there. The restriction was adopted for two
reasons. First, journal and magazine articles are archival versions of record, while conference
contributions are frequently revised or extended into later journal versions, which would
have introduced duplicate or partially overlapping records. Second, journal and magazine
articles in the disciplines covered by the corpus follow a broadly common reporting standard,
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typically including the full method, the deployment setting and the evaluation, which made
classification by architectural contribution feasible across fields as different as medicine,
construction and cybersecurity. Magazine articles were retained because the magazines
indexed in these databases are peer-reviewed archival venues that publish complete system
descriptions. As a consequence, the corpus represents journal-published RAG research,
and conference-first innovations enter it only once they reach journal publication.

A single core search string was adapted to the syntax of each database. The string
combined terms for RAGs and LLMs:

( "retrieval-augmented generation" OR "retrieval augmented generation"
OR "RAG" OR "retrieve-and-generate" )

AND

( "large language model" OR "LLM" OR "generative language model"
OR "foundation model" OR "GPT" )

The core Boolean string above was adapted to the syntax and field structure of each
source, and in Scopus was applied to the TITLE-ABS-KEY field, restricted to document
type “Article” and to the publication years 2024-2026. In IEEE Xplore it was restricted to
content type “Journals” over the same period. In the ACM Digital Library it was applied to
the Title, Abstract and Keywords fields, restricted to journal articles over the same period.
No language restriction was imposed at the query level, but only English-language records
were retained during screening.

Google Scholar procedure. Google Scholar was not used for the primary searches, as
it has no reliable API or bulk export, its Boolean search results are not stably reproducible,
and it contains a considerable amount of non-peer-reviewed material. Its use was limited
to backward and forward citation checking. For each record retrieved from the primary
databases, we also screened the reference list and the first 100 relevance-sorted entries of
the “cited by” list, and we only included a paper if it also met all the other requirements of
the primary databases. Preprints and other non-peer-reviewed documents found in this
way were excluded at screening; therefore, the primary-database search is reproducible
even with the exclusion of Google Scholar.

Deduplication. All records were exported in BibTeX format and merged into a single
reference-management library. Scopus gave 359 results from the TITLE-ABS-KEY field,
IEEE Xplore gave 151, with the search restricted to document titles, and ACM Digital Library
gave 149, of which 46 appeared in the Proceedings of the ACM and Proceedings of the VLDB
Endowment series and were excluded by the publication-type criterion. The remaining
103 ACM journal records were merged with the Scopus and IEEE Xplore records, giving
613 records in total, or 659 before the removal of the ACM conference-proceedings series.
Then duplicates were identified in two steps: (i) by comparing the Digital Object Identifier
and, in the absence of a DOI, by matching a normalized title-first author—year triple, with
titles lowercased and stripped of punctuation and diacritics, and (ii) a manual review of
every flagged pair to distinguish true duplicates from distinct works with similar titles. This
removed 102 duplicates, leaving 511 unique records.

Eligibility assessment. The 511 unique records were assessed against the inclusion
and exclusion criteria stated above. Title and abstract were reviewed first, and the full text
was checked whenever these were not enough to reach a decision. A total of 314 records
were excluded, 280 of them for being outside the scope of RAG for LLMs, including studies
of general LLM pretraining, standalone fine-tuning, hardware optimization, and records
retrieved through acronym collisions on the term “RAG”. A further 30 were review, survey,
tutorial or scoping-review articles, identified by title keywords in the merged export; 2 were
magazine items whose peer-review status could not be established; and 2 were not in English
or fell outside the review window. As a final eligibility check, every included study was
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re-examined against the article-type criterion: its title, venue and content were checked,
and the article type assigned by the publisher was verified for each study whose title,
venue or content suggested a non-research article. Six studies were excluded at this stage,
namely, a catchword, a current perspective, a conceptual overview and three conceptual or
vision articles without an implementation or evaluation. Research letters and tutorials were
retained when they report an original system or evaluation. This process yielded a final
corpus of 191 peer-reviewed journal articles.

2.3. Proposed Taxonomy

The proposed taxonomy introduces six distinct methodological families within the
RAG ecosystem. Instead of organizing them by domain or surface-level architecture, it
arranges the studies by their core construction, and by the architectural component that
is most substantially redesigned. This approach separates RAG methods based on how
they search and rank data, and how they manage the retrieval process step by step. The
families are therefore defined by the locus of the principal intervention relative to a baseline
retrieve-then-generate pipeline, whether this locus is the retrieval mechanism, the control
policy, the knowledge substrate, the evidence modality, a governance constraint or the role
of retrieval within a wider workflow. As a result, this survey organizes the literature into
six primary families: Retrieval-Optimized RAG, Orchestrated RAG, Structured-Memory
RAG, Multimodal-Grounded RAG, Governed RAG, and Task-Compositional RAG. Figure 2
presents the proposed taxonomy and the corresponding methodological families.

Retrieval-
Optimized RAG

Structured-

Orchestrated RAG Memory RAG

RAG
Taxonomy

Multimodal-

Governed RAG Grounded RAG

Task-
Compositional
RAG

Figure 2. Proposed RAG taxonomy.

In this proposed taxonomy, each family addresses a different aspect of the architecture
and tries to resolve a specific kind of problem, such as weak retrieval, fragmented knowledge,
cross-modal grounding, or workflow integration. Thus, the taxonomy becomes more robust
and analytical as it does not only consider domain application or model architecture.

The families are defined by the locus of the principal intervention relative to a baseline
retrieve-then-generate pipeline: whether this locus is the retrieval mechanism, the control
policy, the knowledge substrate, the evidence modality, a governance constraint, or the role
of retrieval within a wider workflow. This principle yields a single primary assignment
per study, as secondary properties are recorded separately and do not affect the partition.
Adopting this primary classification scheme yields two direct consequences regarding how
the corpus is partitioned and interpreted. Firstly, although a system is assigned to a single
primary category to create a non-redundant partition for counting purposes, this purely
practical convention does not imply that other branches of the taxonomy are not represented
in a given implementation. Secondly, as the distribution reported in the taxonomy table
reflects where authors situated their principal methodological contribution, these figures
naturally understate the actual prevalence of individual architectural techniques, as prop-
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erties such as structured substrates or adaptive control, as secondary components within
systems whose core novelty resides elsewhere and are categorized under those primary
headings instead.

2.3.1. Retrieval-Optimized RAG

This family of RAGs focuses on the enhancement of retrieval quality, while maintaining
the core RAG architecture. The knowledge base remains primarily ordinary text segmented
into documents or chunks, and the output text generator is kept largely unchanged. The
improvements of this class are implemented on the retrieval side, utilizing better chunking
mechanisms, enhanced embedding adaptation, hybrid search, multistage reranking, query
refinements, and verification that the retrieved output is adequate and accurate [25-29].

The central goal of this family is to improve the relevance, completeness, and contextual
precision of the evidence passed to the generator. As a result, these systems address common
failure modes such as semantic mismatch, low recall, chunk granularity that misses the mark,
and ranking that fails to prioritize appropriately. These systems rest on the assumption
that a substantial share of hallucination and factual drift in RAG does not occur from the
generator but from substandard retrieval evidence. This family also includes approaches
that are structure parsing centered or focus on the reformulation of the architecture, the
embedding-space alignment, the similarity assessments, the ones centered around similarity
methods, and the retrieval alignment and benchmarking [30-32].

2.3.2. Orchestrated RAG

Orchestrated RAGs do not focus on enhanced retrieval scoring alone, but make their
principal contribution by optimizing the control policy of retrieval. These systems treat the
retrieval process as a dynamic or multistage procedure that may involve query rewriting,
decomposition, routing to different external sources, iterative refinement, validation of the
retrieved evidence, or agent-based planning over the full retrieval process [33-37].

The systems included in this family utilize an orchestration layer that determines
the method, timing, and source of retrieved knowledge. Retrieval is transformed from a
static lookup into a sequence of controlled decisions conditioned on query characteristics,
intermediate outputs, or domain-specific heuristics. This family is especially relevant in hard
settings characterized by underspecified queries, multi-intent questions, knowledge-dense
inputs, or information distributed across heterogeneous sources [38-40].

2.3.3. Structured-Memory RAG

Structured-Memory RAG includes methods that modify the representational form
of the external memory used by the RAG system. Rather than relying solely on flat text
corpora and similarity-based retrieval over chunks, these approaches retrieve from explicitly
structured substrates such as knowledge graphs, relational graphs, dual-index architectures,
path-based stores, or other graph-like memory organizations [41,42].

The external knowledge base is organized so that relations between entities remain
explicit instead of being dispersed across text chunks. Retrieval can then exploit the graph
topology, the relations between nodes and query-relevant subgraphs, and can support
multihop reasoning over the structured memory [43-45].

2.3.4. Multimodal-Grounded RAG

Multimodal-Grounded RAG comprises approaches in which retrieval and generation
are grounded not just in text but in multimodal data, such as images, videos, remote sensing
imagery, tables, visual documents, or mixed structured and visual evidence, while ensuring
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evidence alignment. These systems integrate cross-modal evidence alignment, though
sometimes the alignment is partial or task-dependent [46—48].

The context being retrieved in the RAGs of this family is not represented adequately as
plain text only. Instead, the generation process relies on how the different evidence pieces,
such as text, image, video or other modalities, semantically align with each other. Conse-
quently, these systems must address relevance, modality fusion, and evidence integration
alignment. This family is particularly important in domains where critical knowledge is
distributed across multimodal data [46,49,50].

2.3.5. Governed RAG

Governed RAG denotes a class of methods that treat retrieval as a regulated interface
that obeys rules beyond semantic relevance alone. In this family, the emphasis is on privacy,
trustworthiness, authorization, policy compliance, and controlled knowledge exposure,
such that the architecture explicitly governs the retrieval, exposure, retention, or suppression
of knowledge [51].

In this family, retrieval should follow governance rules and operational limitations,
which may conflict with raw performance. These systems therefore incorporate mechanisms
such as encrypted search, access-control policies, privacy-preserving perturbation, secure
retrieval, provenance-aware filtering, and safeguards that determine which evidence may
be exposed to the generator or the user [52,53]. For this defined family, the core mechanism
of the architecture is formulated not only on privacy alone, but includes tweaking the core
design based on access and control parameters.

2.3.6. Task-Compositional RAG

Task-Compositional RAG refers to methods in which RAG functions as one component
within a broader task-oriented workflow. In such systems, the final output is not limited
to free-form question answering; instead, the retrieval and generation parts are tied into a
structured process that produces a task-specific output, such as a diagnosis, classification,
compliance checklist, executable query, recommendation, report, control plan, task-bounded
guidance, or other downstream operational output [54-56].

For this family, the retrieval serves as an intermediate grounding step in a larger
chain of reasoning or action. Consequently, system performance is evaluated not only in
terms of answer faithfulness, but also by how useful the output is for the next step, the
next decision, or the operational requirement of the surrounding pipeline. This family is
especially common in enterprise, healthcare, industrial, legal, and operational decision-
support settings, where RAG is one stage in an end-to-end intelligent workflow rather than
a standalone question-answering module [57-60]. The family is therefore defined by the
position of retrieval in the system rather than by the form of its output. Question-answering
and guidance assistants belong to it only when they are built for a defined operational task,
such as postoperative care, customs clearance or security-event response, and are evaluated
at the level of that task. General question answering that is not tied to such a task, and
comparisons of RAG with non-retrieval baselines, are assigned by rules 4-8.

2.4. Taxonomy Assignment Rules

To improve reproducibility and reduce bias, each paper in the corpus was classified
using the rules presented below. As many RAG systems are complex systems combining
various mechanisms, the rules were devised to isolate the central architecture of each study
from its other properties. The rules are presented here as they were used in classifying
the articles:
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1. Main focus of innovation: Each paper was assigned to the family corresponding to the
architectural component that constitutes its main methodological contribution relative
to a baseline RAG pipeline.

2. Unique Primary Family: Every paper received exactly one primary family, even where
its contributions spanned several categories, keeping the taxonomy partitioned and
preventing the same paper from being counted twice across families.

3. Secondary Characteristics: The characteristics of the other families, if a paper contains
these, were considered in the decision to break a tie under rule 10 and were entered in
the justification recorded with the decision.

4. Retrieval Improvement Without Control Policy: If the main contribution concerns
chunking, embeddings, reranking, hybrid retrieval or retrieval benchmarking within
an otherwise one-shot pipeline, the paper was assigned to Retrieval-Optimized RAG.

5. Explicit Retrieval Policy: If the main contribution introduces query rewriting, decom-
position, self-correction, or planning over retrieval actions, the paper was assigned to
Orchestrated RAG.

6. Structured External Memory: If the main contribution redesigns the external knowl-
edge substrate into a graph, knowledge graph, or another explicitly structured memory
form, the paper was assigned to Structured-Memory RAG.

7. Cross-Modal Evidence Alignment: If the principal mechanism requires joint grounding
across text and non-text modalities, the paper was assigned to Multimodal-Grounded
RAG. In cases where multimodality did not shape the redesign of a paper’s baseline
RAG architecture, it was classified according to its dominant mechanism, and its
multimodal properties were considered secondary.

8. Governance-Centric Retrieval: If the main contribution concerns privacy, authorization,
security constraints, or forgetting/unlearning at the retrieval layer, the paper was
assigned to Governed RAG.

9.  Workflow-Level Integration: If RAG is primarily embedded within a broader task
pipeline whose output is a structured decision artifact, executable result, recommen-
dation, control sequence, or task-bounded guidance consumed within a defined opera-
tional process, the paper was assigned to Task-Compositional RAG.

10. Tie-Breaking Criterion: Where a paper appeared to fit several families, it was assigned
to the family whose removal would eliminate the paper’s core methodological identity.
This rule ensures that classification is based on principal contribution.

Coding procedure. The classification rules were drawn up jointly by both authors,
and they were revised whenever a study revealed an ambiguity in their formulation. The
first author then applied the final rules to all the included studies, recording the primary
family, subcategory, governing rule, application domain, and a short explanation for each
assignment. Where several families were relevant, rule 10 was applied.

Traceability of assignments. Each individual study is listed under its subcategory in
Section 7 and in Supplementary Table S1.

Verification of study descriptions. Before the synthesis, the description of each in-
cluded study in the text was compared with the study’s title, abstract and full text. Inaccurate
descriptions were corrected, and studies whose corrected description changed the classifi-
cation were reclassified. In total, eight studies were reclassified, six to a different primary
family and two to a different subcategory within the same family, including the two studies
reassigned under the criterion for Task-Compositional RAG stated in Section 2.3, while all
changes are listed in Supplementary Table S1.

Coding reliability. The primary classification was performed by the first author.
Studies whose assignment was not clearly determined by the decision rules were discussed
by both authors until consensus was reached, and these are recorded in Supplementary
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Table S1. No second independent coder was available, so no inter-rater reliability statistic is
reported, which is acknowledged as a limitation of the synthesis.

3. Application-Domain Categorization

The included corpus is distributed across application domains based on the main
problem setting, deployment scenario, and stakeholder context. Each study was assigned to
exactly one application category, and studies whose contribution was not tied to a specific
domain were assigned to the General-Purpose/Cross-Domain category. This application-
domain categorization describes the field in which an RAG is being applied, while the
family taxonomy explains how the architecture is principally modified. Figure 3 illustrates
the distribution of the included papers across the identified application categories. Studies
that present a cross-domain applicability or focus on benchmarking are grouped under a
separate “General-Purpose/Cross-Domain Methods and Evaluation” category.

Distribution of Papers Across Application Categories

Healthcare and Biomedicine 56 (27.9%) q

General-Purpose / Cross-Domain Methods and Evaluation 43 (21.4%)
Engineering, Manufacturing, and Industrial Systems 27 (13.4%) q
Construction, Buildings, and Urban Systems 17 (8.5%)

Cybersecurity, Privacy, and Security 15 (7.5%) -
Energy, Power, Telecom, and Networked Infrastructure 8 (4.0%)
Law, Governance, and Public-Sector Support 8 (4.0%) T

Education, Libraries, and Scholarly Workflows 7 (3.5%) q

Application Category

Geoscience, Environment, Agriculture, and Food 7 (3.5%) A

Finance, Business, and Insurance 6(3.0%) b
Culture, Heritage, and Society

Design and Creative Support

1 | | I
0 10 20 30 40 50 60 70
Number of Papers

Figure 3. Distribution of the 191 reviewed studies across application categories.

Table 3 cross-tabulates the application domains with the methodological families.
Healthcare and biomedicine is the most frequent domain for Retrieval-Optimized (16 of 41),
Multimodal-Grounded (7 of 18) and Task-Compositional RAG (20 of 59). Orchestrated RAG
is most often applied to general-purpose methods (11 of 27), more than half of the Governed
RAG studies address cybersecurity and privacy (7 of 12), and Structured-Memory RAG is
divided equally between engineering and industrial settings and healthcare (8 studies each).

Table 3. Included studies by application domain and methodological family.

Domain RO OR SM MG GV TC Total

Healthcare and biomedicine 16 4 8 7 0 20 55
General-purpose/cross-domain 15 11 7 3 1 4 41
Engineering, manufacturing, industrial 3 3 8 3 2 5 24
Construction, buildings, urban 1 1 3 2 0 9 16
Cybersecurity, privacy, security 0 1 3 0 7 4 15
Education, libraries, scholarly 2 2 0 1 0 3 8
Energy, power, telecom, networks 2 2 2 0 0 2 8
Law, governance, public sector 0 1 0 0 1 6 8
Geoscience, environment, agriculture, food 1 0 1 2 1 2 7
Finance, business, insurance 0 1 0 0 0 3 4
Culture, heritage, society 1 0 1 0 0 1 3
Design and creative support 0 1 1 0 0 0 2

Total 41 27 34 18 12 59 191
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4. Taxonomy Statistics

The analysis of the included papers indicates that the current RAG literature is not
dominated by a single methodological direction, but several complementary structural
design logics coexist in the RAG ecosystem. The distribution reported in Table 4 shows that
workflow-oriented and task-integrated modifications account for the largest share of the
corpus, while retrieval optimization, structured-memory design, orchestration, multimodal
grounding and governed retrieval each account for substantial and distinct shares.

Table 4. Distribution of the RAG literature by methodological family.

RAG Family Count Percentage (%)
Task-Compositional RAG 59 30.9
Retrieval-Optimized RAG 41 21.5
Structured-Memory RAG 34 17.8

Orchestrated RAG 27 14.1
Multimodal-Grounded RAG 18 9.4
Governed RAG 12 6.3

Total 191 100.0

Within the included studies in this review, RAG methodology is treated less often as a
self-contained retrieve-then-generate enhancement for question answering. Instead, the
reviewed studies treat RAG as a modular systems component that can be optimized, orches-
trated, structured, grounded across modalities, governed by security and trust constraints,
or embedded into broader decision-support pipelines. RAG architecture should no longer
be discussed as a monolithic architecture, but as a broader methodological ecosystem in
which different families respond to different failure modes and deployment goals. The
proposed taxonomy separates improvements in retrieval fidelity, retrieval policy, mem-
ory structure, multimodal grounding, governance constraints, and task integration into
analytically distinct categories that can be compared more systematically.

The distribution of the studies as reported in Table 4 needs to be read with two in-
terpretive cautions, with the first being that the counts show where authors located their
methodological contribution in journal-published work. They may reflect the tractability of
problems, the breadth of application settings or venue preferences as much as methodolog-
ical merit, and they are not evidence of superior performance or of convergence in the field.
Secondly, the category Task-Compositional RAG is, by design, the most comprehensive
category in the proposed taxonomy, allowing systems that are evaluated by the quality of
their downstream product, regardless of their retrieval mechanism, and, thus, includes
seven composition patterns, which share a common role rather than a similar architecture.
Its leading share should therefore be interpreted as showing that, within the corpus, RAG
is frequently embedded as a component of applied workflows, rather than as evidence
that workflow integration is the dominant methodological innovation in the field. Under a
narrower definition restricted to systems whose principal novelty lies in the composition
logic itself, this family would be substantially smaller. The 20 grounded-guidance studies
(Section 7.6.6) are the part of the family closest to question answering; excluding them
would reduce it to 39 studies (20.4%), slightly below Retrieval-Optimized RAG (41 stud-
ies, 21.5%). No conclusion of this review depends on Task-Compositional RAG being the
largest family.

Table 5 reports the included studies by publication year. All families except Multimodal-
Grounded and Governed RAG, which have no included study from 2024, are represented
in every year. Retrieval-Optimized and Structured-Memory RAG are concentrated in 2025,
while Orchestrated and Governed RAG account for a larger share of the 2026 studies than
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of the 2025 studies. Because 2026 is covered only up to 27 April, its counts describe a partial
year and are not interpreted as a trend.

Table 5. Included studies by publication year and methodological family.

Year RO OR SM MG GV TC Total
2024 7 1 2 0 0 2 12
2025 23 13 24 11 5 38 114
2026 (to 27 April) 11 13 8 7 7 19 65
Total 41 27 34 18 12 59 191

5. Retrieval-Augmented Generation (RAG)

RAG is an advanced Al methodology that combines information retrieval (IR) with
generative models to improve factual accuracy and contextual relevance. Unlike tradi-
tional IR systems, which cannot generate new text, or LLMs, which rely solely on static
training data, RAG first retrieves relevant documents from an external index and then
conditions the LLM’s generation on them. The workflow comprises three stages: index-
ing (document storage), retrieval (fetching relevant passages per query), and generation
(synthesizing an answer from query and retrieved text. Recent RAG systems preserve
this core retrieve-ground—generate logic, but many of them redesign the retrieval layer
through query control, structured memory, multimodal grounding, security constraints,
and workflow-level integration [35,43,51,61,62].

The retrieval phase is foundational, as poor retrieval leads to poor generation. Modern
IR has evolved from sparse methods (e.g., BM25, TF-IDF) to dense transformer-based
embeddings (e.g., DPR [63]), with hybrid and knowledge-graph-enhanced approaches
further improving performance, especially for complex tasks. Retrieval quality depends on
chunking strategy, embedding models, and query optimization; advanced RAG pipelines
also incorporate pre- and post-retrieval steps such as relevance filtering, reranking, and
information compression. Integration of retrieved content into generation can be achieved
via simple concatenation (which may exceed context limits), knowledge aggregation (e.g.,
filtering or compressing), Fusion-in-Decoder (FiD) [64], which processes documents in
parallel, or adaptive fusion using attention mechanisms to dynamically weight retrieved
evidence and reduce hallucination. Recent architectures combine vector search with graph
traversal and similarity validation, so that retrieval quality depends not only on ranking
accuracy but also on segmentation, alignment and filtering before the evidence reaches the
generator [29,32,65]. The foundational methods referred to in this section, such as DPR,
FiD, ColBERT, HyDE, FLARE, Self-RAG, Corrective RAG, RAPTOR and GraphRAG, are
cited as background and are not part of the classified corpus.

5.1. Naive (Standard) RAG

Naive RAG refers to the simplest baseline instantiation of retrieval-augmented genera-
tion. It follows a basic three-stage pipeline consisting of indexing, retrieval, and generation,
without introducing more sophisticated optimization mechanisms for complex queries.
During indexing, documents are segmented into chunks and encoded into embeddings for
storage in a searchable database. During retrieval, the user query is embedded in the same
space and matched against the indexed chunks so that the most relevant evidence can be
selected. These retrieved chunks are then appended to the query and passed to the language
model for response generation [6]. If no sufficiently relevant chunk is found, the prompt
may be passed to the LLM without augmentation. This vanilla retrieve-then-generate instan-
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tiation, also referred to as standard RAG, couples the retriever and the generator without
additional orchestration, structured-memory redesign or multimodal alignment.

5.2. Advanced RAG

Advanced RAG keeps the single retrieve-then-generate pass of Naive RAG but adds
processing steps before and after retrieval. Before retrieval, the corpus is prepared with
more care, for example, by segmenting documents along their logical structure and attaching
metadata to each chunk, and the query can be rewritten or expanded so that it better matches
the wording of the indexed text. A query-side variant generates a hypothetical answer
document and uses it to guide dense retrieval, as in HyDE [66]. After retrieval, candidate
chunks are filtered by a similarity threshold, reordered by a reranker, and compressed or
truncated so that the most useful evidence fits the context window of the generator. These
steps target the typical failures of Naive RAG, namely, missing evidence, irrelevant evidence
and poorly integrated context [29,65], at the price of additional computation on every query.
In the proposed taxonomy, studies whose principal contribution is such a refinement are
assigned to Retrieval-Optimized RAG.

5.3. Modular RAG

The Modular RAG paradigm emerged as a later evolution in RAG methodologies,
emphasizing flexibility, scalability, and domain adaptability. Modular RAG decomposes
the traditional retrieve-then-generate process into discrete, reconfigurable modules. These
modules independently handle different stages, including query reformulation, retriever se-
lection, context aggregation, reranking, or routing. In this way, retrieval, reranking, memory
access, routing, and answer synthesis can be specialized independently [11,19]. Adaptive
and self-reflective variants decide when to retrieve and assess the retrieved evidence before
or during generation, as in FLARE [67], Self-RAG [68] and Corrective RAG [69].

5.4. Sparse Retrieval RAG

Sparse retrieval represents queries and text units as high-dimensional vectors whose
non-zero entries correspond to the terms they contain, and it matches them through exact
term overlap. An inverted index stores, for every term, the text units in which it occurs
and its frequency in each of them, together with the number of units in the collection that
contain it, so that candidate units can be scored without scanning the whole corpus [70].

BM25, the scoring function of the probabilistic relevance framework, weights each
query term by its inverse document frequency, lets the contribution of repeated occurrences
saturate, and normalizes for the length of the text unit. The relevance score is [70] as follows:

Score(q,d) = ) IDE(t) - TE(t,d) - (ky + 1) "

€ TE(t,d) +k; - (1=b+b- o)

where g represents the query and d denotes the text unit; TF(f,d) is the frequency of
keyword t within d4; IDF(t) is the inverse document frequency of term f; |d| and avgdl
represent the document length and the average document length across the collection,
respectively; and the parameters k; and b calibrate term-frequency saturation and document-
length normalization.

Because it matches surface terms, sparse retrieval is efficient, interpretable and reliable
for identifiers, codes, legal phrases and technical terminology, but it misses relevant text
that is phrased differently from the query. For this reason, several of the reviewed systems
combine it with dense retrieval in the hybrid designs described below [46,59,71].
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5.5. Dense Retrieval RAG

Dense retrieval utilizes high-dimensional semantic embeddings maintained within
a dense storage module to evaluate conceptual alignment between user queries and text
units. Unlike traditional methods that depend on lexical overlap, this approach measures
similarity in a continuous vector space.

The process involves transforming the user query into a semantic embedding, denoted

as v,,, using a pretrained encoder. Concurrently, each text unit within the storage module

q/
is represented as a dense vector v;. The degree of semantic correspondence between the

query and a document is determined via cosine similarity, calculated as follows:

(% -Ul-

q
v llllo;

Similarity (v,, v;) = (2)
Based on these similarity scores, the system ranks the text units and retrieves the top-k
candidates. The primary advantage of dense retrieval over sparse methods lies in its ability
to capture latent semantic relationships, enabling retrieval of relevant documents even
under vocabulary mismatch. Representative dense retrievers include bi-encoders such as
DPR [63] and late-interaction models such as ColBERT [72].

Dense retrieval is particularly advantageous when the query and the relevant evidence
are semantically related but lexically different.

5.6. Hybrid Retrieval RAG

To enhance retrieval robustness, a hybrid framework integrates the outputs of both
sparse and dense retrievers into a unified candidate set. This architecture strategically
combines lexical precision with semantic depth. By merging these streams, the system
ensures that it captures both exact keyword matches and contextually relevant information
that might lack direct vocabulary overlap. The combined context pool is processed through
a scoring mechanism, such as a reranker or weighted relevance average, to select the top-k
most pertinent segments for the generation phase:

Cq = TOpK(Csparse U Cdense/ k) (3)

where Cyparee and Cyenge represent the document sets retrieved by the sparse and dense
modules, respectively, and TopK(:, k) denotes the ranking function that returns the k highest-
scoring segments for downstream answer generation. Hybrid retrieval combines the lexical
precision of sparse search with the semantic generalization of dense retrieval. This is
especially effective when exact terminology matters but does not by itself capture the
complete information need [27,73,74].

5.7. Graph-Based RAG

Graph-based RAG has emerged as a major paradigm in recent years. Representative
systems perform community detection, subgraph retrieval, or graph traversal over an exter-
nal graph structure to identify query-relevant local regions and then generate answers by
integrating both local and global information. Such systems are better suited than traditional
flat-text RAG to exploit entity connectivity, relation structure, and multihop dependencies.

Graph-based RAG differs from flat-text retrieval by making topology, entity connectiv-
ity, and multihop dependency paths explicit during evidence selection. Rather than retriev-
ing only semantically similar passages, graph-based systems can localize relevant communi-
ties, traverse relation paths, and aggregate evidence across linked graph regions [43,45,61].
Representative examples are GraphRAG, which builds an entity graph with community
summaries for query-focused summarization [75], and RAPTOR, which organizes a corpus
into a recursive tree of abstractive summaries [76].
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Knowledge graphs (KGs) are structured databases that model real-world entities and
relationships as graphs, making them highly amenable to machine processing. They enable
efficient querying to retrieve all entities related to a given entity, a task that would be
significantly more challenging with unstructured text databases. KG-RAG can be defined
as an RAG variant in which the retrieval layer operates over a knowledge graph or a graph-
enriched retrieval substrate instead of relying only on flat chunk similarity. KG-RAG can
be understood as a more explicitly semantic form of graph-based retrieval because its
memory is organized around typed entities, typed relations, and often domain constraints
or ontological structure. This allows the retrieval stage to preserve provenance, relation
semantics, and multihop reasoning paths that would otherwise remain hidden in flat text
corpora [43,45,61].

5.8. Multimodal RAG

Multimodal RAG integrates more than one evidence modality, such as text, image,
video or domain-specific question answering and reasoning. The model accesses an exter-
nal non-parametric multimodal memory, allowing it to retrieve relevant evidence across
modalities. Pretraining or downstream adaptation is often performed using image-text and
text-only corpora with joint contrastive and generative objectives. Multimodal RAG extends
retrieval augmentation beyond text by enabling evidence cross-modal across text, images,
video, and other non-text [47,48,50,62].

6. Evaluation Metrics for Retrieval-Augmented Generation Systems

A comprehensive RAG evaluation should jointly assess the retrieval module, the
generation module, and the end-to-end pipeline. Evaluation should therefore not focus only
on whether the retriever returns relevant evidence, but also on whether the generated answer
is grounded, semantically aligned with references, operationally efficient, and useful for
downstream decision-support settings [30,54,59,61,65,77-79]. Several of the RAG-specific
measures defined below, namely, context precision, context recall, faithfulness and answer
relevance, follow the reference-free evaluation framework introduced by RAGAS [80],
which is cited here as background.

The RAG-specific evaluation dimensions used in the reviewed studies include Context
Precision, Context Recall, Context Relevance, Faithfulness, Answer Relevance, Answer
Correctness, Answer Similarity, Hallucination Rate, Token Consumption, Generation Time,
Latency, and Cost [30,35,59,61,79,81-83]. In addition, studies also report lexical and seman-
tic reference-based metrics such as BLEU, ROUGE, BERTScore, SBERT cosine similarity, and
MPNet similarity, as well as downstream task metrics such as accuracy, precision, recall,
sensitivity, specificity, F1-score, Matthews correlation coefficient (MCC), AUROC/AUC,
MAE, RMSE, R?, exact match (EM), and Top-k accuracy [62,77-79,83-87]. How often each
metric group is actually reported is quantified in Section 6.8.

The underlying evaluation methods of this review can be organized into six com-
plementary groups and can be grouped into retriever-level and generator-level metrics,
reference-based lexical and semantic metrics, downstream task performance, hallucination,
robustness and efficiency parameters, and human-centered qualitative metrics.

6.1. Retriever-Level Metrics

The first analytical layer in evaluating retrieval-augmented generation (RAG) systems
concerns the retrieval module itself, meaning its capacity to locate evidence that is both
relevant to the query and suitably ranked for the generator’s conditioning. In the reviewed
literature, retriever performance is typically assessed through context-oriented measures
such as Context Precision and Context Recall, along with rank-sensitive information re-
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trieval metrics including Precision@k, Recall@k, F1@k, Hit@k, mean reciprocal rank (MRR),
mean average precision (MAP), and normalized discounted cumulative gain (nDCG)
[30,59,61,65,81,82]. Together, these measures describe complementary aspects of retrieval
quality, covering relevance concentration, evidence coverage, and ranking effectiveness.

Let O = {gy, ..., g0} represent the evaluation query set. For a given query g;, let &;
denote the set of retrieved evidence units, and (; the corresponding set of ground-truth
relevant evidence units.

In its set-based form, Context Precision measures the fraction of retrieved evidence that
is relevant; RAGAS defines a rank-weighted variant that averages precision at the positions
of the relevant items [80]:
~ 1 191 Rj N g] |

101 i |5

Context Recall, by contrast, evaluates the proportion of relevant evidence success-

cp (4)

fully recovered:
1 IR NG
CR=— ) ——. 5
101 Z G ©)

=1

These two measures are especially significant in RAG settings because they jointly
indicate whether the retriever supplies enough evidentiary support while limiting irrelevant
or distracting context.

Context Relevance quantifies the semantic alignment between each query and its

retrieved evidence: 0
(@]

1 1
CtxRel = 9] ; R r;ﬁjs(qj,r), (6)
where s(-, ) denotes a semantic similarity function, often implemented as cosine similarity
in an embedding space.

Averaged embedding similarity is the most frequently encountered in the reviewed
corpus. Relevance can also be measured either as LLM-as-judge relevance grading of each
retrieved unit, binary or graded human annotation of relevance, and claim-level entailment
between the query and the retrieved evidence.

To assess the sensitivity of retrieval performance to rank position, the literature often
adopts Precision@k, Recall@k, and F1@k. Let Topk(J%]-) denote the set of top-k retrieved
items for query g;. Then,

1 & Top, (R) NGl

Prec@k = — _— 7
o S )
1 & Top, (R) NGl
Rec@k = — 4, (8)
(0] ]:Zf IQ]-I
2 - Prec@k - Rec@k
Fl@k = Prec@k + Rec@k ° ©)

Hit@k evaluates whether at least one relevant item appears within the top-k retrieved

results [81,82]:
10l

1
Hit@k = — ) I(h; <k), 10
o2 (1o
where h]- denotes the rank position of the first relevant item for query q;s and I(-) is the

indicator function. If no relevant item is retrieved for g;, we set l1; = oo, so that the query
contributes zero both to Hit@k and to the MRR defined below.
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Mean reciprocal rank (MRR) highlights the prompt retrieval of the first relevant result
and penalizes systems where relevant evidence appears only at deeper ranks [79]:
1 101 1
MRR = — ) —. (11)
101 ;‘ h;
When relevance is graded rather than binary, normalized discounted cumulative gain
(nDCG) becomes particularly useful. For query g;, the discounted cumulative gain at cutoff
k is defined as

peg? =y 21 12
k _;logz(i+1)' (12)
where g; ; is the graded relevance assigned to the item at rank i. The normalized form is
given by
) DCGY
nDCGY = —x, (13)
IDCG,/

where IDCG,(J ' is the ideal discounted cumulative gain for query q;- The average over the

entire query set is
1 9 A
mNDCG; = — ) nDCG}. 14

Mean average precision (MAP) offers a rank-aware summary of retrieval quality by
averaging precision values at all ranks where relevant items occur [30,81,88]. For query g;,
average precision is defined as

1 .
AP(q)) = — ) Prec’@i- ¢, (15)

|g]‘| i=1

where n; is the number of retrieved items, Prec?”

@i is the precision at rank i for query g;,
and 5]‘,1‘ € {0,1} indicates whether the item at rank i is relevant. The corpus-level MAP

is then
101

1
MAP = — 3" AP(g). 16
|Q|j; @) (16)

For applications in which the highest-ranked retrieved item is decisive, depth-specific
variants are also reported [30,81,88]. Two distinct quantities are frequently conflated in the
literature, as Hit@1 records whether the top-ranked item is relevant, while Recall@1, that is
Rec@k with k = 1, records the proportion of the relevant evidence set recovered at rank one.

The two coincide only when there is exactly one relevant item per query, that is, when
|gj| = 1. When Igjl > 1, Recall@1 is bounded above by 1/|gj| and cannot reach unity, so
Hit@1 is the more informative measure at this depth. Values reported in the corpus under
the name “Recall@1” should therefore be interpreted with reference to the cardinality of
the underlying relevance set.

The nDCG@1 values frequently reported in the corpus correspond to the special case
k =1 of the mean nDCG defined above.

Finally, Coverage, the proportion of queries for which at least one relevant evidence
unit is returned, equals Hit@k evaluated at the full depth of the retrieved list, k = IJ%jl.

6.2. Generator-Level Metrics

The second evaluative layer concerns the generation module, that is, whether the
synthesized response is grounded in the retrieved evidence and responsive to the user
query. The generator-level metrics used in the reviewed studies include Faithfulness, An-
swer Relevance, Answer Correctness, Answer Similarity, and, in some studies, Answer
Accuracy [59,61,65,78].
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Faithfulness measures the degree to which the generated response is supported by
the retrieved context and is central to hallucination analysis [30]. Let A; denote the set of
atomic claims extracted from the generated response for query ¢;, and let 5; C A; denote
the subset of claims supported by the retrieved evidence. Then,
0]

1541

Faithfulness = — —_—.
10l ]Zf |/AV]'|

Answer Relevance evaluates whether the generated response remains semantically

(17)

aligned with the original question. A common approach is to generate proxy questions
from the answer and compare them with the input query [59]:

10|

AnsRel = IQI Z Z S, jm) (18)

where g ,, denotes the m-th proxy question derived from the generated response, M; is the
number of such proxy questions, and s(-, -) is a semantic similarity function.

In multimodal RAG settings, related measures such as Multimodal Faithfulness and
Multimodal Relevance are also used to verify that the generated response is jointly supported
by textual and visual evidence [62].

Answer Accuracy is often obtained through human annotation or model-based judging
schemes and is typically normalized to the interval [0,1] [32,62]:

10l
AnsAcc = a;, a; € [0,1], 19
Q| Z 7 [ ] ( )

where g; is the adjudicated accuracy score assigned to the response for query ;.
Answer Similarity measures the semantic agreement between the generated response
§; and the reference answer y

1 (@]
AnsSim = IQ_I Z cos(gb(]}]-), (P(]/j*)), (20)
)|

where ¢(-) is an embedding function and cos(:, -) denotes cosine similarity.

Answer Correctness is often modeled as a weighted combination of factual validity
and semantic similarity. Let 7]-, J+ and fﬁj‘ denote the sets of true-positive, false-positive,
and false-negative atomic statements, respectively, for query g;. A statement-level F1 score
of factual validity, distinct from the FActScore metric, may be written as

StmtF1 ! % lI' (21)
mtkl = — - .
OV = 151+ 3 (171 + 1F71)
The composite correctness score is then
AnsCorr = Ay - StmtF1 + A, - AnsSim, AM+A, =1, (22)

where A; and A, control the relative contribution of factual support and semantic agree-
ment [30,78].

6.3. Reference-Based Lexical and Semantic Metrics

In many practical RAG applications, generated responses are also evaluated using
reference-dependent lexical and semantic overlap metrics [77-79,82]. These measures
remain useful whenever gold-standard answers exist and when one seeks to quantify
textual overlap or higher-level semantic agreement.
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BLEU evaluates n-gram precision while applying a brevity penalty to discourage overly
short outputs:

N
BLEU = BP - exp( a, log pn), (23)
n=1
where BP is the brevity penalty, «,, are normalized weights satisfying ZnN:1 a, =1,and p,
is the modified n-gram precision.
ROUGE takes a recall-oriented perspective. ROUGE-N is defined as

ZgEQMy‘) min{cnty (g), cnt,. (g)}
ZgEQN(y*> cnt,. ()

ROUGE-N = , (24)

where QN(y*) denotes the set of reference N-grams, and cnty (8) and cnt,. (g) denote the
frequencies of g in the generated and reference texts, respectively.

ROUGE-L is based on the longest common subsequence (LCS) and captures sentence-
level structural similarity:

(14 B*)PrcsRics

ROUGE-L = ) (25
Rycs + B*Pics )
where
LCS(#,y*) LCS®@,y™)

BERTScore F1 evaluates semantic overlap by aligning contextual token embeddings
from the generated and reference texts [79]:

2PgRy
Py +Rg’

BERTScorer; = (27)
where Py and Ry are the embedding-based precision and recall components.

Sentence-level semantic agreement is also often assessed using SBERT or MPNet
embeddings:

SimgperT/MPNet = COS(YP (), Y(y*)), (28)

where 1(-) maps each sentence into a dense semantic representation [79].

6.4. Downstream Task Metrics

RAG systems are not limited to open-ended question answering; many are integrated
into broader classification, structured prediction, and decision-support pipelines [83,85-87].
In such contexts, intrinsic generation metrics are insufficient, and downstream task perfor-
mance becomes essential for assessing practical utility.

For classification-oriented applications, the metrics used include accuracy, precision,
recall, sensitivity, specificity, F1-score, and Matthews correlation coefficient (MCC) [85-87].
Let Ntp, N1y, Nep, and Ny denote the numbers of true positives, true negatives, false
positives, and false negatives, respectively. Then,

Nrp + Ny
Accuracy = , 29
y Nrp + Ntn + Npp + Ny 29)
Nrp
Precision = —————, 30
Nrp + Ngp (30)
Recall = Sensitivity :k, (31)
Nrp + Npy
Ny
Specificity = ——————, 32
p y Ny + Npp (32)
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Fl - 2 - Precision - Recall 33

" Precision + Recall ’ (33)

MCC = NppNpy — NppNey (34)

VD

where

D = (Nrp + Npp) (N7p + Npn)
X (N7n + Npp) (N7 + Npn)-

For systems that produce structured outputs, exact match (EM) and Top-k accuracy are
frequently reported. Exact match is defined as

1Y
EM = & Z{]I(z]- =1z), (35)
]:

i
Top-k accuracy measures whether the correct label is contained within the top-k pre-

dicted candidates:

where Z; and z; denote the predicted and gold-standard outputs for sample ;.

1 N
— * (k)
Top-k Accuracy = N Z{ I(z; € Z] ), (36)
]:
where Z].(k) is the set of the k highest-ranked predictions for instance j.

6.5. Hallucination, Robustness, and Efficiency Metrics

Another evaluation layer concerns operational robustness, computational efficiency,
and deployment feasibility. In the reviewed literature, the metrics in this category include
hallucination rate, latency, token consumption, generation time, peak memory usage, and
cost [30,35,54,61,79,83]. These measures matter because high answer quality alone does
not ensure that an RAG system is practical or scalable in real-world settings.

Hallucination rate measures the proportion of generated claims not supported by the
retrieved evidence:

20 1
\QI | A’j |

j=1

Hallucination Rate = x 100%, (37)

where U; denotes the set of unsupported claims in the response to query g; [61,79].
Latency records the end-to-end processing time of the system:

10l
LS 00,20 o -
Latency = O Z(Trét +1l L+ Tg]en), (38)
)| =
Tr(i Lk, and ngn denote retrieval, reranking, and generation time, respectively [35,54].
Token consumption is commonly defined as

where 71,

TokUse = NI+ Neut (39)

tok”

where N, and Ny are the input and output token counts [61,83].
Generation time isolates the decoding cost of the generator:

1 o
GenTime = — 9 40
|Q| ];‘ gen ( )

Peak memory usage measures the maximum memory footprint during inference:

Mem,,c, = max uct), (41)
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where U(t) denotes memory consumption at time ¢ [83].
When monetary considerations are explicitly modeled, computational cost can be
approximated as

Cost = CinN tigk + CoutN t%‘tt + CretN ret’ (42)

where ¢, and ¢, are token pricing coefficients for input and output, ¢ is the cost of a
retrieval operation, and N, is the number of retrieval calls.

6.6. Human Evaluation Metrics

Human-centered evaluation remains essential in high-stakes applications, particularly
in medical, legal, and multimodal RAG systems [54,62,84]. In such cases, qualitative
judgments are usually summarized through mean Likert score, percent agreement, and
intraclass correlation coefficient (ICC).

The mean Likert score is the average of ordinal ratings assigned by expert annotators:

N,

eval

N ) b (43)

eval j—1

- 1
L=

where {; is the score assigned to the i-th evaluated item.
Percent agreement measures the proportion of observations where independent evalu-
ators reach the same judgment:

N,
PA = —& % 100%, (44)

obs

where N, is the number of agreement cases and N, is the total number of observations.
The intraclass correlation coefficient (ICC) provides a variance-based measure of

inter-rater reliability:
o2
ICC= ——sb (45)

2 2 2 7
Usub + Orat + Oarr

where 02, 02,, and 02, denote the subject, rater, and residual variance components, re-
spectively.

The formulation of ICC corresponds to a two-way random-effects, single-measurement,
absolute-agreement intraclass correlation coefficient. This formulation is appropriate when
a single, constant panel of judges scores every response, and when the absolute scores are
compared, which is the mode most frequently used in the literature. A one-way model is
appropriate when judges differ across items, and a consistency model is suitable when only

the ranking order is important [89].

6.7. An Analytic View of RAG Evaluation

The preceding analysis shows that no single metric suffices for a rigorous evaluation of
an RAG system. Retriever-level metrics alone cannot reveal whether the generation module
used the retrieved evidence correctly, while generator-level metrics alone cannot determine
whether failure stems from inadequate retrieval, weak grounding, or poor response synthe-
sis. Similarly, lexical overlap measures do not ensure factual correctness, and downstream
task indicators often conflate the contributions of retrieval and generation subsystems.

Therefore, a scientifically robust RAG evaluation framework should combine six com-
plementary groups of metrics:

1.  Retriever-level metrics, assessing evidence identification and ranking quality;

2. Generator-level metrics, evaluating grounding, answer relevance, and hallucination
behavior;

3. Reference-based lexical and semantic metrics, quantifying textual overlap and semantic
agreement;
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4.  Downstream task metrics, measuring functional effectiveness in application-specific
contexts;

5. Hallucination, robustness, and efficiency metrics, capturing grounding-failure rates
together with latency, token consumption, memory footprint and cost, that is, the
operational feasibility of deployment;

6. Human-centered metrics, assessing expert-judged answer quality and the reliability of
that judgment through inter-rater agreement.

When considered together, these six evaluation dimensions provide a more compre-
hensive and analytically meaningful characterization of RAG system performance, spanning
retrieval fidelity, generation faithfulness, semantic correctness, downstream utility, opera-
tional readiness, and expert trust.

6.8. Metric Usage in the Reviewed Corpus

To characterize evaluation practice, every included study was coded for the metric
groups of Section 6.7 and for the use of statistical significance testing. The coding drew on
the evaluation and results sections and the tables of each study, and a metric group was
recorded as used only when the study reports a numerical value for at least one metric
of that group; metrics that are only mentioned, for example, in the related work or in the
description of other systems, were not counted. Candidate passages were located with a
scripted keyword search of each full text, and each code was assigned after the passage had
been read in context. The coding was carried out with the assistance of an Al tool (Claude,
Anthropic) and was checked by the authors. For 20 studies whose full text could not be
obtained, the codes rest on the published abstract; and 6 studies were coded from their
preprint versions—these studies are marked in Supplementary Table S1, which reports the
codes of every study. Table 6 reports the number and share of studies that use each group,
overall and by family. Restricting the analysis to the 165 studies coded from the published
full text changes no overall share by more than 2.2 percentage points.

Table 6. Metric groups with reported values in the 191 included studies, overall (number and %) and
by methodological family (% of the studies in each family).

All, n (%) RO OR SM MG GV TC

Metric group (191) (41)  (27) (34 (18) (12)  (59)

Retriever-level metrics 52 (27.2) 31.7 259 35.3 27.8 16.7 22.0
Generator-level metrics 41 (21.5) 26.8 222 29.4 16.7 8.3 16.9
Reference-based lexical and semantic metrics 38 (19.9) 19.5 25.9 8.8 27.8 33.3 18.6
Downstream task metrics 134 (70.2) 58.5 77.8 82.4 66.7 66.7 69.5
Hallucination, robustness and efficiency metrics 75 (39.3) 29.3 63.0 26.5 50.0 58.3 35.6
Human evaluation 49 (25.7) 24.4 14.8 26.5 27.8 8.3 33.9

Statistical significance testing 51 (26.7) 36.6 222 29.4 11.1 8.3 28.8

Evaluation gaps. Downstream task metrics are the most widely reported group, used
in 134 of the 191 studies (70.2%), followed by hallucination, robustness and efficiency
metrics (75, 39.3%). Retrieval quality and grounding are measured far less often: retriever-
level metrics are reported in 52 studies (27.2%), generator-level metrics such as faithfulness
and answer relevance in 41 (21.5%), and both together in only 26 (13.6%). In 69 studies
(36.1%) a downstream task metric is the only quality measure, with no retriever-level,
generator-level, reference-based or human evaluation, so that the contribution of retrieval to
the reported result is not isolated. Human evaluation (49, 25.7%) and statistical significance
testing (51, 26.7%) are each reported in about one study in four. The families differ in
emphasis: retriever-level metrics are most frequent in Structured-Memory RAG (35.3%),
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hallucination, robustness and efficiency metrics in Orchestrated RAG (63.0%), and human
evaluation in Task-Compositional RAG (33.9%), while only 1 of the 12 Governed RAG
studies reports a human evaluation, and only 1 a significance test.

7. Discussion

This section reviews the literature family by family, focusing on the main method-
ological contribution, the shared design logic, and the key subcategories found in the
corpus. The reviewed studies are not evenly distributed across the proposed taxonomy;
rather, they show distinct patterns of architectural emphasis, ranging from retrieval-quality
improvement and orchestration policies to structured memory, multimodal grounding,
governance constraints, and workflow-level integration. Tables 7 and 8 summarize these
patterns across the six families, Table 9 lists the studies in each family and subcategory, and
the following subsections consider each family in turn. Read comparatively, the families of
the taxonomy trade quality for cost at different phases of the architecture and the process.
Retrieval-Optimized RAG adds a one-off cost when documents are segmented and indexed
or embeddings are adapted and, when it introduces reranking, hybrid fusion or relevance
filtering, a further cost on every query. Structured-Memory RAG pays once to build and
maintain its store and again on every query for graph traversal or subgraph retrieval, while
Orchestrated RAG pays for extra retrieval rounds and tokens on each request. The Governed
RAG family is the only one where the intervention deliberately reduces the evidence avail-
able to the generator; thus, its evaluation must always include both utility and protection.
In Task-Compositional RAG, retrieval is coupled with the other components of a wider
workflow, so that its contribution to the reported outcomes is harder to isolate.

Table 7. Comparative synthesis of the six methodological families.

Family

Problem Addressed

Architectural Intervention

Intended Benefit (Reported In)

Retrieval-Optimized

Evidence missed,
mis-segmented, or ranked below
the cut-off

Structure-aware chunking;
domain-adapted embeddings;
sparse-dense fusion; reranking;
relevance filtering

Better evidence for a fixed
pipeline [30,90]

Orchestrated

One retrieval pass fails
multi-intent, underspecified, or
multihop queries

Query rewriting, decomposition,
routing; iterative retrieval;
self-correction; agentic planning

Answers no single pass can
satisfy [35,38]

Structured-Memory

Relational and multihop
structure lost in flat chunks

Knowledge graphs and traversal;
ontology-grounded stores;
vector-graph and dual-index
designs

Relation-preserving multihop
grounding [42,43]

Multimodal-Grounded

Decisive evidence is non-textual

Vision-language retrieval;
multimodal knowledge graphs;
cross-modal alignment;
dual-channel retrieval

Grounding in visual and spatial
evidence [91,92]

Governed

Evidence is private,
access-restricted, untrusted,
or poisoned

Encrypted and perturbed
retrieval; federated and
access-controlled designs;
provenance filtering; unlearning

Privacy, access control,
poisoning resistance [93,94]

Task-Compositional

Output is an operational artifact,
not a free-form answer

RAG as a grounding stage in
clinical, industrial, educational,
or public-sector pipelines

Artifacts usable in downstream
workflows [95,96]
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Table 8. Comparative synthesis of the six methodological families (continued).

Family

Cost Introduced by Design

Evaluation Focus Implied

Open Question

Retrieval-Optimized

Per query: reranking, fusion and
filtering add latency; once:
adaptation needs domain data

Rank-sensitive retrieval quality

Whether chunking and
embedding choices transfer
across corpora

Orchestrated

Each round adds tokens and
latency; failure attribution
harder

Multihop and multi-intent
performance, with cost

per query

When further retrieval is needed,
and when to stop

Structured-Memory

Store must be built and
maintained; graph traversal
adds latency per query;
construction errors propagate

Multihop accuracy and
provenance of retrieved relations

Keeping the store consistent as
the corpus changes

Multimodal-Grounded

Non-text encoders add
computation; alighment adds a
failure point

Support from the non-text
evidence itself

How to measure non-text
grounding directly

Governed

Protection restricts or perturbs
generator-visible evidence

Protection under a stated threat
model, with answer utility

Utility lost relative to an
unprotected baseline

Task-Compositional

Retrieval coupled with other
components; contribution
not isolated

Task outcome plus
retrieved-evidence quality

How much performance is
attributable to retrieval

7.1. Retrieval-Optimized RAG

The Retrieval-Optimized RAG family includes 41 papers and covers methods that
maintain the core RAG architecture, while focusing on the enhancement of retrieval quality.
In this family, methods assume that hallucination and drift are not mainly derived during
the generation process, but are generated due to a significant origin upstream that occurs
from segmentation, ranking noise, or poor document-query relevance [30,32,77,97,98].

7.1.1. Chunking, Parsing, and Structure-Aware Segmentation

This subgroup focuses on how documents are segmented before indexing. These
studies show that retrieval quality is very sensitive to chunk size, overlap, recursive seg-
mentation, table-aware parsing, and document layout preservation. Specifically, ref. [97]
examines OCR-sensitive RAG and improves retrieval through structure-aware OCR transfor-
mation, while [32] suggests table-aware chunking for complex tabular documents. Ref. [25]
compares various chunking strategies for curriculum-grounded clinical QA, and [99] looks
at chunking choices in service-discovery retrieval. This subgroup demonstrates that segmen-
tation is not just a minor preprocessing step but an important retrieval factor [25,32,97,99].

7.1.2. Embedding Adaptation and Retrieval Alignment

This subgroup aims to improve retrieval by making the embedding space better cap-
ture the relationship between user queries and stored evidence. The core idea is that
retrieval performs better when queries and relevant documents are represented in a more
compatible manner. The proposed methods involve multilingual and domain-specific en-
coders, hypothetical-query matching, retrieval strategies designed for medical contexts,
and mechanisms for checking semantic similarity.

More specifically, ref. [86] adapts retrieval to classify metal-binding residues in proteins,
while [87] combines search augmentation with a multiscale CNN to predict protein-DNA
binding sites. Ref. [77] concentrates on multilingual medication counseling, applying re-
trieval alignment to boost performance across languages. In molecular design, ref. [100]
aligns retrieved molecular examples with structure-based drug discovery tasks. Ref. [26]
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tackles the gap between questions and answers through hypothetical query embeddings,
and [29] mitigates context mismatch by verifying semantic similarity. Likewise, ref. [31]
adapts RAG for technical documentation domains, ref. [65] refines query—evidence match-
ing with inverted question matching, and [101] improves protein-site prediction using
retrieval-aligned representations. Altogether, these methods aim to strengthen the system’s
capacity to retrieve semantically relevant evidence even when the wording of the query and
the source text differ notably.

7.1.3. Sparse, Dense, and Hybrid Retrieval

Studies in this subgroup report that hybrid retrieval is well suited to specialized
domains because it preserves exact terminology while still allowing semantic generalizations.
In particular, ref. [90] applies improved retrieval to textbook question answering, as [71]
applies enhanced retrieval augmentation to biologically inspired UAV swarm control. The
authors of [27] optimize RAG for telecom queries through hybrid retrieval and neural
routing, while [98] combines semantic chunking, hybrid search, reranking, and long-context
support for telecom QA. Finally, Chen et al. [102] employ hybrid retrieval to recover
complementary evidence in dense technical knowledge spaces. These systems can improve
recall while keeping the precision benefits of exact matching [27,71,90,98,102,103]. Hybrid
retrieval is further paired with feature summarization in [103] for predicting pulmonary
disease from radiology reports.

7.1.4. Reranking and Retrieval Refinement

This subgroup strengthens the evidence set following the initial retrieval stage. The
main mechanisms are reranking, relevance filtering, thresholding, and distraction mitigation.
In particular, ref. [104] reduces distracting context in industrial QA. Kelly et al. [ 105] improve
retrieval for cultural heritage materials, while the authors in [28] integrate a dual retrieval
and ranking in a medical context. Instead of altering memory structure or orchestration
logic, these RAGs refine which retrieved candidates proceed to the generator [28,104,105].

7.1.5. Retrieval Evaluation, Benchmarking, and Comparative Studies

This subgroup explores the transformation of retrieval design into a clearly measur-
able experimental space. The main contributions compare retrievers, rerankers, similarity
metrics, chunking strategies, and indexing options, or they introduce retrieval-oriented
benchmarks and evaluation frameworks. In particular, ref. [106] benchmarks retrieval-
augmented pipelines for screening of the literature, while [30] directly evaluates retrievers,
rerankers, and similarity choices. The authors in [107] compare retrieval-augmented and
standard LLMs on radiology board-examination questions, while in [108], medical LLMs
with and without retrieval augmentation are compared. Furthermore, in [109], the authors
examine the effect of RAG on domain-specific educational responses, while [110] assesses
retrieval-enhanced nutrition guidance. The authors in [111] compare RAG variants for
accelerating research on plastic degradation by mealworm larvae, as [112] provides a sys-
tematic analysis of RAG-based medical chatbots. Additionally, ref. [113] compares retrieval
augmentation and fine-tuning in knowledge-based systems, with [114] measuring the
effect of retrieval on microbiology-specific QA. The clinical accuracy of RAG-based LLMs
for infective endocarditis prophylaxis is evaluated in [115], and retrieval augmentation is
compared with fine-tuning for construction-safety question answering in [116]. Ref. [88]
introduces a QA benchmark for retrieval evaluation; ref. [117] examines RAG integration
in breast-cancer nursing support; ref. [118] presents a scalable RAG evaluation framework;
ref. [85] compares RAG-enhanced tabular models; and [119] introduces a multiturn con-
versational RAG benchmark. Two further contributions target the evaluation instruments
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themselves, as a unified needle-in-a-haystack framework is proposed in [120] for assessing
long-context retrieval behavior under controlled evidence placement. Also, the authors
in [121] examine the fundamental design decisions underlying RAG pipelines, reporting
how configuration choices interact rather than ranking systems outright. These studies
matter because they make retrieval design comparable across systems instead of leaving it
as an implementation detail [30,85,88,106-121].

7.2. Orchestrated RAG

The Orchestrated RAG family includes 27 papers and covers methods that process
retrieval as an adaptive control mechanism instead of a single static lookup. Within this
family, systems determine when to retrieve, how to retrieve, where to retrieve from, and
whether the retrieved evidence should be revised, decomposed, or validated. The core idea
is that many complex queries call for staged evidence acquisition rather than one-shot
retrieval [33,35,38,40,78].

7.2.1. Query Planning, Decomposition, and Routing

This subgroup covers methods that rewrite or break down queries, direct them to
various repositories, or determine which retrieval path should be triggered first. Specifically,
ref. [33] improves research assistance through query rewriting, while the authors in [122]
arrange retrieval in two stages for design-guideline generation. Cheng et al. in [123] merge
hierarchical retrieval with prompt generation for power-system evaluation, while DAG-style
task decomposition in medical RAG is applied in [124]. The authors in [125] organize
knowledge translation into stages for biomimicry design, while hierarchical multimodal
retrieval for robot task planning is employed in [126]. Ref. [127] treats retrieval as part
of interactive Al for next-generation networking, and the authors in [39] manage routing
across multiple retrieval modes in a biomedicine. Multihop questions are addressed in [34],
where complex queries are broken up into separate, retrievable questions, whose answers
can be recombined, enabling the construction of evidence which a single search would not
have uncovered. These systems are particularly effective for underspecified, multi-intent,
or heterogeneous information needs [33,34,39,122-127].

7.2.2. Iterative and Adaptive Retrieval

This subgroup implements retrieval loops instead of a single one-shot lookup, where
the retrieved evidence is refined across several rounds, often relying on intermediate outputs
or retrieval-quality checks to prompt additional retrieval. In particular, ref. [128] draws
on conversational history to enable multiturn retrieval, and [129] applies iterative cue-
memory retrieval and refinement. The authors in [35] explore the utilization of iterative
retrieval with detailed knowledge refinement, while the authors in [38] propose adaptive
iterative retrieval. Finally, budget-constrained online retrieval is examined in [130], and the
authors [131] employ layered retrieval in RAG systems for low-resource medical QA. Such
methods are useful when the first retrieval pass is incomplete or when evidence needs to be
progressively narrowed [35,38,128-131].

7.2.3. Self-Reflective, Self-Corrective, and Retrieval-Necessity Control

This subgroup covers RAG systems that assess their own evidence or determine
whether retrieval is needed at all. For instance, ref. [36] applies retrieval-necessity control
and answer validation for dual-strategy anomaly recovery, while the authors [132] integrate
self-verification with retrieval in biomedical extraction. Additionally, the authors in [133]
propose evidence-aware RAG through self-corrective chain-of-thought reasoning, while
in [134] the retrieval is dynamically adjusted based on the internal and external knowledge
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balance. Finally, Xiong et al. [40] address RAG conflicts between internal knowledge and
retrieved evidence. The key contribution lies not in retrieving more, but in retrieving only
when useful and revising evidence when inconsistencies appear [36,40,132-134].

7.2.4. Agentic and Multiagent Orchestration

This subgroup extends orchestration into planner—executor or multiagent systems,
where distinct agents handle retrieval, reasoning, validation, or synthesis. In particular,
ref. [37] presents a multiagent knowledge-graph RAG framework for intelligent mainte-
nance. Furthermore, the authors in [135] utilize and orchestrate dynamically expert agents
for social and emotional learning. Flores et al. [78] use expert agents to assist with govern-
ment transparency, while a dynamic orchestration is also utilized in [136]. Furthermore,
ref. [137] use retrieval augmentation to bridge laboratory practice and the scientific literature
in nanostructured material design, while in [82] the authors integrate multimodule orches-
tration for insurance support. Agentic coordination is applied to system assurance in [138],
where cooperating agents retrieve over threat intelligence and system documentation to
identify and mitigate risks in machine-learning deployments. Here, retrieval functions as
one component within a broader agentic control policy [37,78,82,135-138].

7.3. Structured-Memory RAG

The Structured-Memory RAG family includes 34 papers and describes methods whose
main innovation lies in replacing flat document memory with structured knowledge bases
such as graphs, ontologies, dual indexes, and hybrid relational stores. Rather than treating
evidence as separate chunks, these systems maintain explicit topology, schema, or relational
constraints, which in turn support graph-guided retrieval, multihop evidence assembly,
and structure-aware grounding [41,43,45,139,140].

7.3.1. GraphRAG and Knowledge-Graph RAG

This subgroup includes and explores RAG systems where evidence is gathered through
graph traversal, entity—relation lookup, or graph-grounded answer generation. Specifi-
cally, ref. [41] grounds retrieval in structured engineering design knowledge, while the
authors in [141] develop graph retrieval for process-safety QA. Cross-domain knowledge
retrieval for bio-inspired solution design is developed in [142]. In a similar approach,
Liang et al. [143] introduce graph-based geospatial RAG, while the authors in [144] apply
knowledge-graph-enhanced RAG to failure mode and effects analysis. Additionally, retrieval
over a knowledge graph of cybersecurity vulnerabilities is developed in [61], while [145]
incorporates graph retrieval-augmented generation into prescriptive recommender systems.
The authors in [146] employ an RAG architecture based on graph memory for diet recom-
mendation, while dynamic knowledge graphs and explainable retrieval are used in [147] to
enhance LLMs for telecommunications. Ghosh et al. [148] apply context-aware, knowledge-
graph-based RAG to engineering research, while KG-RAG is applied in [149] to earthquake
emergency support, from knowledge-graph construction through to retrieval-augmented
generation. The authors in [150] develop a hierarchical KG-based decision support system
for a generic QA scenario, while Wang et al. [151] propose a hybrid system that merges
hypergraph modeling with KG-enhanced retrieval. Graph and ontology retrieval is used
in [152] to improve dietary-supplement information retrieval, while [153] applies precision
retrieval to enhance medical LLMs. The authors in [154] apply knowledge-graph-based
retrieval to detecting emergencies in patient-portal messages, while the authors in [155]
construct a cultural-heritage KG-RAG system. Similarly, the approach in [156] integrates
KG-RAG and knowledge graphs into intelligent decision-support systems, and [45] em-
ploys graph inference for vulnerability-description mapping. Finally, the combination of
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knowledge graphs with RAG for wireless networks is examined in [157] through a tuto-
rial that proposes a GraphRAG framework for networking and evaluates it in an original
case study on channel-gain prediction. In [158], a knowledge base built from historical
vulnerability fixes supports detection, as retrieving prior fixes grounds the model’s judg-
ment about new code. In [159], a hierarchical knowledge structure for embedded-system
design is described, where retrieval descends from system level to component level. Finally,
Zhang et al. [160] use meta-knowledge to guide the self-correction of LLM outputs against
the retrieved structure. These systems maintain explicit topology during retrieval and are
particularly valuable for enterprise semantics, infrastructure knowledge, and relational
reasoning tasks [41,45,61,141-160].

7.3.2. Ontology- and Rule-Grounded RAG

This subgroup draws on formal schemas, ontologies, semantic web structures, or
rule-based retrieval stores. In particular, ref. [139] grounds RAG in an OWL ontology for
maintenance assistance, while the authors in [161] utilize standardized industrial models
to organize retrieval in their RAG systems. Xiong et al. [42] perform an extensive and direct
combination of domain rules with graph retrieval. Finally, the authors in [162] use retrieval
augmentation to improve automated deep phenotyping with LLMs.

7.3.3. Vector-Graph and Dual-Index Architectures

This subgroup combines vector retrieval with graph memory or keeps dual indexes for
complementary access paths. In [43], vector and graph retrieval is strategically combined
on Brick-schema building data. The authors of [73] develop hybrid index retrieval for
manufacturing knowledge, while [163] uses knowledge graphs and hybrid indexing for
mass concrete mix design. Additionally, Wang et al. [74] use property graphs to index
and retrieve in building engineering, reporting decreased hallucinations and increased
accuracy in their evaluation setting. Finally, in [164], the authors introduce neural-symbolic
dual-indexing architectures to achieve a balanced and accurate scalable RAG architecture.
The goal of these RAG systems is to maintain both semantic flexibility and explicit relational
structure, enabling the system to retrieve by similarity, topology, or both [43,73,74,163,164].

7.3.4. HybridRAG, Structured Hybrid, and Multihop Retrieval

This subgroup focuses on structured hybrid retrieval, where graph-aware or multihop
evidence assembly is built directly into the retrieval substrate. More precisely, a dual-
source retrieval for materials design is introduced in [140], while the authors in [44] gather
evidence through subgraph retrieval and triplet ordering for knowledge-graph multihop
QA. The key contribution lies in explicit relational evidence composition rather than simple
similarity matching [44,140].

Table 9. Distribution of the reviewed studies across methodological families and subcategories. The
decision rule governing each family is given in Section 2.4 (rules 4-9).

Family Subcategory Count References
Chunking, Parsing, Structure-Aware Segmentation 4 [25,32,97,99]
Embedding Adaptation and Retrieval Alignment 9 [26,29,31,65,77,86,87,100,101]
Retrieval-Optimized RAG (41) Sparse, Dense, and Hybrid Retrieval 6 [27,71,90,98,102,103]
Reranking and Retrieval Refinement 3 [28,104,105]
Retrieval Evaluation, Benchmarking, Comparative 19 [30,85,88,106-121]

https://doi.org/10.3390/technologies14110715


https://doi.org/10.3390/technologies14110715

Technologies 2026, 14, 715 31 of 47

Table 9. Cont.

Family Subcategory Count References
Query Planning, Decomposition, Routing 9 [33,34,39,122-127]
Iterative and Adaptive Retrieval 6 [35,38,128-131]
Orchestrated RAG (27) Self-Reflective, Self-Corrective, Retrieval-Necessity 5 [36,40,132-134]
Agentic and Multiagent Orchestration 7 [37,78,82,135-138]
GraphRAG and Knowledge-Graph RAG 23 [41,45,61,141-160]
Ontology- and Rule-Grounded RAG 4 [42,139,161,162]
Structured-Memory RAG (34) Vector-Graph and Dual-Index Architectures 5 [43,73,74,163,164]
HybridRAG, Structured Hybrid, Multihop 2 [44,140]

Vision-Language, Document-Centered,

Remote-Sensing 11 [47,49,50,91,165-171]

Multimodal-Grounded RAG (18) Multimodal KG and Cross-Modal Alignment 5 [48,62,92,172,173]
Dual-Channel and Hybrid-Modal Retrieval 2 [46,174]
Privacy-Preserving and Encrypted RAG 3 [51-53]
Secure, Access-Controlled, Federated RAG 1 [93]

Governed RAG (12) Trust, Provenance, Compliance, Policy-Aware RAG 2 [79,94]
Robustness, Unlearning, Security-Aware RAG 6 [175-180]
Classification and Assessment 6 [54,83,181-184]
Information Extraction 6 [185-190]
Code and Query Generation 6 [191-196]
Task-Compositional RAG (59) Recommendation 6 [56,197-201]

Report and Document Generation 9 [55,95,96,202-207]
Grounded Guidance and Question Answering 20 [57-60,81,84,208-221]
Control, Optimization, and Other Outputs 6 [222-227]

7.4. Multimodal-Grounded RAG

The Multimodal-Grounded RAG family includes 18 papers and consists of RAG archi-
tectures where retrieval and generation rely on evidence spread across several modalities,
including text, images, video, document layout, or remote-sensing imagery. In these sys-
tems, evidence cannot be simplified to plain text; rather, meaningful grounding arises from
the alignment of visual, textual, spatial, and document-level signals [46-48,50,165].

7.4.1. Vision-Language, Document-Centered, and Remote-Sensing-Grounded RAG

This subgroup explores vision-language RAG, document-centered multimodal re-
trieval, image-grounded QA, and remote-sensing-grounded systems. In particular, ref. [50]
applies visual retrieval augmentation to the recognition of intangible cultural heritage
imagery, while the authors in [91] build a vision-language foundation-model-based mul-
timodal RAG framework for remote-sensing lithological recognition. Image-grounded
retrieval is applied in [49] to the Al-assisted interpretation of children’s drawings, while the
authors in [165] develop a dynamic combination of multimodal perception with retrieved
manuals for robotics support. Wang et al. [166] build a football-coaching support system
on multimodal retrieval over heterogeneous inputs. Multimodal retrieval can also enhance
the effectiveness and accuracy of RAG systems for Alzheimer-related support, as presented
in [167], or in [168], that merges dermatology vision with retrieval grounding. Furthermore,
the authors of [169] effectively integrate multimodal cognitive evidence in medical support,
as well as [47], which bridges remote-sensing imagery and domain knowledge through
a multimodal dataset and a retrieval-augmented model. The authors in [170] present a
reference retrieval system for the restoration of ancient paintings, and visual and textual
references for stylistically similar works are retrieved. Relational-reasoning image caption-
ing is addressed in [171] through multiagent retrieval augmentation. These approaches are
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significant when relevant information is spread across images, text, document structure, or
spatial scenes rather than within textual passages alone [47,49,50,91,165-170].

7.4.2. Multimodal Knowledge Graph and Cross-Modal Alignment

This subgroup connects visual and textual evidence, often by means of multimodal
knowledge graphs or cross-modal retrieval structures. In particular, ref. [172] combines
multimodal models with graph-based retrieval for accident-video analysis, while a unified
multimodal knowledge graph is used in [48] to enhance question answering. Additionally,
the authors in [62] develop a robust cross-modal alignment around multimodal document
evidence, while [92] expands medical retrieval with multimodal graphs and linked image-
text evidence. Finally, in [173], the multimodal perception is explored and combined with
graph-enabled RAG for orbital-debris identification, with the authors reporting improved
identification accuracy relative to their non-retrieval baseline. These systems therefore
tackle not only retrieval but also the semantic compatibility of heterogeneous evidence
sources [48,62,92,172,173].

7.4.3. Dual-Channel and Hybrid-Modal Retrieval

This subgroup performs retrieval separately across modalities before combining the re-
sulting evidence, as Guo et al. [46] develop a dual-channel retrieval design for construction-
site compliance. Also, the authors in [174] divide and utilize text and image retrieval
to enhance the accuracy and robustness of RAG approaches in manufacturing QA. The
contribution here lies in architectural control over multimodal access instead of merely
adding visual inputs [46,174].

7.5. Governed RAG

The Governed RAG family includes 12 papers and consists of methods that control
retrieval based on privacy, security, access, trust, compliance, or robustness constraints
instead of relying solely on semantic relevance. Within this family, retrieval functions as
a governed interface that needs to meet institutional and operational requirements along
with ensuring answer quality [53,93,94,175].

7.5.1. Privacy-Preserving and Encrypted RAG

This subgroup covers encrypted retrieval, privacy-preserving search, perturbation-
based confidentiality mechanisms, and protected vector operations. In particular, ref. [53]
presents locally private entity perturbation for safer retrieval, while in [52] the authors
propose an efficient privacy-preserving retrieval mechanism within the RAG architecture.
In addition, Chang et al. [51] integrates encrypted retrieval with secure cloud-based
generation. These approaches aim to preserve retrieval utility while reducing information
leakage from the retrieval substrate itself.

7.5.2. Secure, Access-Controlled, and Federated RAG

This subgroup focuses on controlled knowledge exposure through secure deployment,
access control, or federated retrieval. Authors [93] make a wide exploration of various
federated retrieval settings within RAG systems. These approaches restrict not only what is
relevant but also what is allowed to be retrieved.

7.5.3. Trust, Provenance, Compliance, and Policy-Aware RAG

This subgroup explores the provenance-aware evidence access, policy-sensitive filter-
ing, accountable retrieval, and compliance-oriented governance rules. For instance, ref. [94]
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connects retrieval with environmental or policy-governed decision support, while [79]
anchors legal Al in dependable legal sources.

7.5.4. Robustness, Unlearning, and Security-Aware RAG

This subgroup studies adversarial robustness, poisoning resistance, machine unlearn-
ing, forgetting, and security-aware retrieval redesign. Specifically, ref. [175] investigates
security-aware intrusion detection within RAG systems, and in [176], knowledge-poisoning
attacks are analyzed and mitigated in RAG-based LLM systems. The authors in [177] report
improved adversarial resilience for semantic caching in terms of privacy and security with
RAG utilization, while the authors in [178] explore forgetting and suppression dynam-
ics within machine-unlearning-oriented retrieval safety. Retrieval poisoning is countered
in [179] through a push—pull strategy that reshapes the embedding space to favor genuine
evidence over adversarially injected passages. For recommendation systems, a purification-
based strategy is proposed [180] to attenuate the effect of the perturbed histories, rather
than supplementing them with additional evidence.

7.6. Task-Compositional RAG

The Task-Compositional RAG family includes 59 papers and describes systems where
RAG serves as one element within a broader task-oriented workflow. In this group, retrieval
supports a downstream framework pipeline like a diagnosis, recommendation, report,
executable query, plan, or operational decision. Here, retrieval functions as an intermediate
grounding step within a larger chain of action or reasoning. Within this family, studies
are grouped by composition pattern, that is, by the type of artifact that the workflow
produces: a classification or assessment, extracted information, executable code or queries,
a recommendation, a report, grounded guidance, or another workflow output.

7.6.1. Classification and Assessment

In this subgroup, the workflow ends in a label, a class or an assessment. Macieira
et al. [181] standardize nursing interventions in electronic health records using Al-assisted
retrieval, while [54] reports improved precision and trust for a GPT-4 model in emergency
radiology diagnosis and classification. Multilabel discipline classification of academic short
texts is addressed in [182]. In software and security settings, ref. [83] focuses on soft-
ware vulnerability assessment, ref. [183] supports smart-contract vulnerability detection,
and [184] performs multilevel root-cause analysis of deployed LLM applications, where
the system under diagnosis is itself retrieval-augmented. In these studies, retrieval supplies
the evidence on which the label is based.

7.6.2. Information Extraction

Here, retrieval supports the extraction of structured information from unstructured
sources. In clinical settings, ref. [185] summarizes and extracts key clinical information
from electronic health records, ref. [186] extracts clinical information from mesh-implant
narratives with a zero-shot approach, and [187] supports clinical entity recognition and code
mapping of anatomopathological reports. The authors of [ 188 ] use retrieval augmentation to
support the causal identification of aviation accidents, semiconductor parameter extraction
is grounded in retrieved device documentation in [189], and automated log parsing is
addressed in [190].

7.6.3. Code and Query Generation

In this subgroup, the output is executable, such as code, a test case or a query. RAG is
used in [191] to automate software test-case generation, while hardware description language
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debugging and Verilog bug identification and correction are addressed in [192,193], in each
case by retrieving over specifications and prior defect records rather than relying on parametric
knowledge of the toolchain. In [194], retrieval over existing vulnerability records supports
the generation of training data for vulnerability-detection models. LLM-based querying
of building data is improved in [195] by combining chain-of-thought prompting, retrieval
augmentation and fine-tuning, and [196] develops a conversational machine-monitoring
assistant for CNC environments that is grounded in real-time data retrieval.

7.6.4. Recommendation

The output of this subgroup is a selected or ranked recommendation. An intelligent
Chinese patent medicine recommendation framework is designed and tested in [197], a
sepsis-oriented knowledge platform for personalized management is constructed in [198],
and [199] compares RAG-based LLMs with junior clinicians for guideline-concordant
prostate-specific antigen testing. Outside medicine, ref. [56] supports next-POI recommen-
dation through trajectory retrieval, conversational recommendation over event and venue
records is addressed in [200], and [201] augments recommendation with retrieval over
item descriptions and review text, so that suggestions can be justified from evidence rather
than from latent similarity alone.

7.6.5. Report and Document Generation

In this subgroup, retrieval grounds the generation of a longer document. The authors
of [95] use retrieval augmentation to improve LLM-generated medication-use instructions,
and dietary monitoring and personalized nutritional analysis are supported in [202], where
retrieval grounds the interpretation of logged intake. In engineering, ref. [203] applies
RAG to oscillation analysis and [204] generates 6G network specifications for use cases. In
the built environment, ref. [96] studies the generation of construction-safety information,
ref. [55] generates construction claim reports through tree-mapped retrieval, and [205]
evaluates urban low-carbon governance. Finally, ref. [206] applies RAG to cyber-incident
timeline analysis, and [207] optimizes customer-feedback summarization.

7.6.6. Grounded Guidance and Question Answering

This subgroup comprises assistants built for a defined operational task, whose output
is guidance that is read and acted on within that task. In medicine, ref. [208] develops a
postoperative virtual assistant, ref. [84] develops an RAG-based LLM for drug-induced
liver injury, ref. [209] studies patient-facing informed-consent assistance, ref. [210] analyzes
a vaccination-support chat system, ref. [59] develops an assistant for protocol queries in
anatomical pathology laboratories, and [211] augments clinical generation with evidence
drawn from multiple heterogeneous sources, so that a response can be traced to the record
that supports it. In industry and construction, RAG supports smart-manufacturing qual-
ity control in [58] and context-aware information retrieval for the Internet of Everything
in [212], while knowledge retrieval and question answering for construction management
and building regulations are addressed in [213,214], respectively. Knowledge assistants
are also proposed for goat farmers in [215] and for tutoring in [216,217], the latter for
curriculum-aware bilingual tutoring in low-resource Swahili-English secondary schools.
Enterprise and public-sector assistants include enterprise-specific question answering for
IT operations and maintenance [57], customs-clearance assistance [218], security event re-
sponse [219], Vietnamese legal question answering grounded in retrieved statutory text [60],
and guidance for refugees grounded in retrieved official documentation [220]. In consumer
settings, ref. [221] explains food additives in a consumer-facing application and [81] applies
item-based knowledge computing to e-commerce product question answering. Because
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the output of these systems is read and acted on by people, their value lies in making the
source of each answer traceable.

7.6.7. Control, Optimization, and Other Outputs

The remaining studies use retrieval to support control, optimization or system-level
decisions, or they report on the engineering of RAG systems. RAG is applied to resource
optimization in 6G and beyond wireless networks in [222], to GenAl-enabled semantic com-
munications in [223], to human-robot interaction in [224], and to adaptive task offloading
for edge computing in the Internet of Energy in [225]. Adaptive deception is addressed
in [226], where graph-structured retrieval drives protocol-faithful honeypot responses.
Finally, ref. [227] reports on the engineering of RAG-based virtual assistants deployed in
enterprise practice.

7.7. Answers to the Research Questions

RQ1. The reviewed systems innovate along six distinguishable loci of intervention
relative to a baseline retrieve-then-generate pipeline: the retrieval mechanism, the control
policy, the knowledge substrate, the evidence modality, a governance constraint, and the
role of retrieval within a wider workflow. The decision rules of Section 2 assign each study
to exactly one of the six corresponding families.

RQ2. Task-Compositional RAG (59 studies, 30.9%) and Retrieval-Optimized RAG
(41, 21.5%) are the largest families, followed by Structured-Memory (34, 17.8%), Or-
chestrated (27, 14.1%), Multimodal-Grounded (18, 9.4%) and Governed RAG (12, 6.3%)
(Table 4). Healthcare and biomedicine (55 studies) and general-purpose methods (41) are
the most frequent application domains (Figure 3 and Table 3).

RQ3. The families differ in the failure they address and in where they incur cost
(Tables 7 and 8). Retrieval-Optimized and Structured-Memory RAG pay a one-off cost
for indexing, adaptation or store construction and a per-query cost for reranking, fusion
or graph traversal; Orchestrated RAG pays for extra retrieval rounds and tokens on each
request; Governed RAG trades answer utility for protection; and in Task-Compositional
RAG the contribution of retrieval is coupled with the rest of the workflow.

RQ4. Across the 191 included studies, downstream task metrics are reported in
134 (70.2%), hallucination, robustness and efficiency metrics in 75 (39.3%), retriever-level
metrics in 52 (27.2%), generator-level metrics in 41 (21.5%), human evaluation in 49 (25.7%)
and significance testing in 51 (26.7%) (Table 6). Retrieval quality and grounding are there-
fore measured in a minority of studies, and only 26 (13.6%) measure both, so that the
contribution of retrieval to the reported gains is usually not isolated.

RQ5. Each family leaves one open problem (Table 8): whether chunking and em-
bedding choices transfer across corpora (Retrieval-Optimized), when further retrieval is
needed and when to stop (Orchestrated), how to keep the store consistent as the corpus
changes (Structured-Memory), how to measure non-text grounding directly (Multimodal-
Grounded), how much utility is lost relative to an unprotected baseline (Governed), and
how much of the reported performance is attributable to retrieval (Task-Compositional).
Section 8 derives the corresponding research directions.

8. Limitations, Challenges and Future Directions

Despite the rapid progress of RAG, several core challenges still remain. First, retrieval
quality continues to be a major bottleneck. Many systems fail because relevant evidence is
segmented poorly, ranked too low, or mixed with distracting context, which directly affects
grounding quality and hallucination control [30,32,65]. Future work should therefore
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focus on retrieval calibration, including improved chunking, stronger reranking, evidence
sufficiency estimation, and domain-adapted retrievers.

Additionally, recent systems indicate that retrieval should not always be treated as a
single static step. Query rewriting, routing, iterative retrieval, self-correction, and agentic
control can improve performance in difficult settings, but they also increase system complex-
ity and cost [33,35,40,78]. A key direction for future research is to develop more efficient
and better-controlled orchestration policies that determine when retrieval is needed, how
many retrieval rounds are justified, and how conflicting evidence should be resolved.

The present review synthesizes reported architectural strategies, but does not perform a
meta-analysis or a comparative risk-of-bias assessment, and it therefore cannot establish that
RAG systematically improves accuracy, robustness, or trustworthiness relative to well-tuned
parametric baselines. Establishing that claim would require controlled, benchmark-matched
comparisons that the current literature does not consistently provide, and this is itself a
substantive research gap.

Retrieval may also lower the quality of output, as it can introduce irrelevant, outdated,
or contradictory evidence that confuses the generator. Poisoned or adversarial documents
can also be injected into the knowledge base, while sensitive information may be exposed
in the retrieved context [51,53,176]. Thus, gains reported in the corpus are conditional on
the quality level of the retrieval and should not be generalized.

Certain limitations are imposed by the search strategy, which may constrain the con-
clusions drawn from this article. The first is that only journal and magazine articles were
included in the database, and not conference papers or non-archival repositories. These
were used as background references where relevant, but are not included in this database
or its classification. Also, the time frame for this review ends on 27 April 2026; therefore,
the list should be seen as a snapshot of the dynamic literature in this area rather than a
complete record.

Furthermore, the design of external memory remains an open question. Graphs,
ontologies, and dual-index systems often strengthen multihop reasoning and relational
grounding, but they are expensive to construct, maintain, and update [42,43,45]. Future
research should therefore examine dynamic structured memory, hybrid vector-graph stores,
and automated methods for keeping external knowledge bases consistent over time.

Multimodal and governed RAG introduce additional deployment challenges, as the
main difficulty lies in aligning text with images, video, layout, or spatial evidence in a
coherent manner [47,50,62]. In governed systems, retrieval must meet privacy, security,
compliance, and robustness requirements in addition to relevance [51,52,79].

Finally, evaluation remains fragmented across the literature. Stronger benchmark
design is needed so that retrieval quality, grounding quality, downstream utility, latency,
and human trust can be assessed together rather than separately [30,59]. Overall, the main
future direction for RAG is the development of knowledge-grounded systems that are
adaptive, efficient, structured, multimodal, and ready for deployment.

9. Conclusions

RAG has become a widely adopted means for grounding LLM outputs in external
knowledge, and the literature reports gains in factual accuracy, relevance, transparency,
and adaptability as compared to standalone parametric generation. In this methodological
review, RAG architectures, application domains, and evaluation practices are analyzed
on the basis of 191 peer-reviewed journal papers published between January 2024 and
27 April 2026. This survey also introduces a new six-family taxonomy of RAG systems, to
showcase that RAG is no longer just a single retrieve-then-generate pipeline but a broader
methodological ecosystem where different families address different aspects within the
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architecture. This review further demonstrates that RAG evaluation should not depend
on a single measure but should combine retriever-level, generator-level, reference-based,
downstream-task, and operational or human-centered metrics. Overall, the use of RAG
in LLM-based systems is a rapidly expanding trend across many domains. Although key
challenges remain, including retrieval reliability, evaluation fragmentation, multimodal
alignment, and governance-aware deployment, RAG remains an active and rapidly devel-
oping direction for grounding generative Al systems in external knowledge, and the open
problems identified above define where its reliability must next be established.
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