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Abstract
This is a supplementary-materal document for the paper entitled “Fast deformable model-based human performance capture and FVV using consumergrade RGB-D sensors”, submitted in Elsevier, Pattern Recognition (Articulated Motion and Deformable Objects). Additional experimental results can
also be found in the videos at http://vcl.iti.gr/performancecapture/.
1. Introduction
This document provides additional experimental results for the paper entitled “Fast deformable model-based human performance capture and FVV
using consumer-grade RGB-D sensors”, submitted in Elsevier, Pattern Recognition (Articulated Motion and Deformable Objects). Supporting material
videos, along with the dataset used in our experiments, can also be found at:
http://vcl.iti.gr/performancecapture/ and
http://vcl.iti.gr/performancecapture/dataset2/, respectively.
Furthermore, some additional issues and a few explanatory figures, with
respect to the theoretical and technical concepts of the paper, are given in
section 3. Finally, implementation details of the proposed method are given
in section 4.
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Figure 1: Example gallery of results. In all cases, the reconstructions are rendered from
viewpoints different from the 2D captured views. Check also at http://vcl.iti.gr/
performancecapture.

Figure 2: Apostolakis2 sequence - Tennis. Left: Two consecutive frames; Right: The
corresponding tracked skeleton for the 2nd frame, as well as the corresponding “puppeted”
model.

2. Additional experimental results
In the gallery image of Figure 1, several example results of the proposed
framework can be found, demonstrating that it can faithfully track and reconstruct a wide spectrum of actions.
The results in this section are given in the spirit of section 6 (experimental
section) of the paper, aiming to further support the conclusions drawn there.
2.1. Tracking
Figures 2 and 3 (similarly to Figures 8 and 9 of the paper), as well as
the supporting videos, demonstrate that the proposed method can effectively
track a wide range of motions, including “tennis”, “punching and kicking”,
“jumping”, “jumping jacks”. In many cases the motion is quite fast, as also
indicated by the motion blur in the original views.
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Figure 3: Males (from top to bottom: Apostolakis, Dalexiad and Alexandros) at various
actions. Left: Two consecutive frames; Right: The corresponding tracked skeleton for the
2nd frame.

(a) Apostolakis tennis

(b) Alexandros punching and then skiing
Figure 4: Male sequences (various actions) - The percentage of non associated vertices at
the output of Layer #1.
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(a) Lenia2

(b) Lenia3
Figure 5: Lenia2 and Lenia3: Detection of Layer #1 tracking failure. The red circles and
the dashed gray circles indicate true positives and “false alarms” respectively. The images
in See text for details.
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Figure 6: Lenia5: Detection of Layer #1 tracking failure - Frontal images for frames
359, 404, 450, 493 and one corresponding side image. Bottom row: The percentage of
non-associated vertices during time.
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In the spirit of subsection 6.2 of the paper, the diagrams in Figures 4 and
5 depict the percentage C% of non-associated vertices of the human arms
at the output of Layer #1, along time. The diagrams correspond to long
periods of frames where the actor performs specific actions. In Fig. 4(a),
where the actor performs a series of tennis- forehand and backhand hits, the
periodicity of the motion is reflected in the percentage C%. Although C%
increases during the fast tennis hit motions, it remains in low levels, below
the threshold of 15%. The same holds for the diagram of Fig. 4(b), where
“Alexandros” performs a series of punching and then skiing motions, during
a long period. Indeed, in both cases, the arms were well tracked.
The diagrams of Fig. 5 correspond to the problematic case in which the
user keeps or moves slowly her/his arm(s) stacked on the trunk, as explained
in the paper. In these diagrams, Lenia performs periodically an exercise. The
periodicity is reflected in the diagrams. Between two exercise periods, she
keeps (or moves slowly) her whole arms stacked on her trunk, as shown. At
these short intervals, the percentage C% of non-associated vertices presents
peaks/spikes, higher than 15%, resulting into “alarms” and executions of
Layer #2. These “alarms” have been manually annotated as true positives
and “false alarms”, shown in both 5(a),(b). Approximately half of them are
false alarms. However, they are few and since the computation time of Layer
#2 is small, the computational overhead is very minor.
Finally, in Fig. 6, we present the results for the most problematic sequence, “Lenia5”. Here, between two consecutive “punches”, the actor keeps
her arms completely stacked on her chest. During these relatively long intervals (approx. 17% of the whole sequence), C% remains in high levels,
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introducing several “alarms”, with at least half of them being false. Even in
this case, the additional computational effort of Layer #2, which is relatively
low does not introduce significant computational overhead.
2.2. Surface estimation
An extended version of Fig. 12 of the paper is given in Fig. 7, demonstrating that the final output surface is watertight, noise-free and contains
most of the geometric details of the actual data. Several additional results
can be found in the gallery Figure 1 and the supplementary videos.
Figure 8, in addition to Fig. 13 of the paper, demonstrates that the
proposed model-based method has the advantage of being robust to selfocclusions and concavities, compared to per-frame model-free methods, such
as the Poisson and the FT-based methods. Figure 9 (extended version of
Fig. 14 in the paper) demonstrates the robustness in both concavities and
“ghost limb” problems.
2.3. Texture Mapping
An extended version of Fig. 7 of the paper is given in Fig. 10. Similarly,
Fig. 12 show-cases the positive effect of the various steps of the proposed
method. Figures 12(a) and (b) depict the raw textured reconstruction without and with the application of the input textures pre-processing step, respectively. In Fig. 12(a), the “background-on-foreground” artifact is visible.
These artifacts are significantly reduced in Fig. 12(b). However, the raw
reconstruction is noisy and of low-quality. On the other hand, the textured
(color-per-vertex) deformed model, in 12(c) presented less artifacts and the
texturing is complete, i.e. there do not exist untextured mesh regions, despite
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Figure 7: From left to right: Raw data, “puppeted” and deformed model. The color
encodes the mesh normals.
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Figure 8: Lenia2: (a) Raw 3D data; (b) FT-based reconstruction (128 × 256 × 128); (c)
Poisson surface reconstruction (128 × 128 × 128); (d) Output surface of the proposed
method.

Figure 9: Apostolakis: (a) Raw, separate meshes encoded with different colors; (b) Poisson
reconstruction (128 × 128 × 128); (c) Output of the proposed method.
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Figure 10: Texture-mapping process. From left to right: i) An original RGB view; ii)
Deformed model; iii) Color-per-vertex using the color information only in the current
frame. Gray vertices are those that are invisible to all cameras; iv) Color-per-vertex
exploiting the color information in previous frames. The texturing is complete; v) Final
rendered model, using color-per-vertex for invisible vertices and UV-texture mapping for
the visible ones. The texture becomes much sharper (e.g. at the letters).

the fact that some regions are not visible to any camera in the current frame.
On the other hand, the low-resolution of the mesh results into a “blurred”
output view. The finally rendered view, using the proposed weighted UVtexture mapping approach, is given in 12(d). The texture is much sharper
and no significant visible artifact exists. Similar results are given in Fig. 11.
Finally, several textured reconstruction results are given in the gallery image of Fig. 1 and the supplementary videos. All textured results demonstrate
that the deformed surface is well aligned with the input 3D data; otherwise,
significant texture-misalignment artifacts would be observed.
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Figure 11: Apostolakis - From left-to-right: (a) Raw textured data; (b) Model, color-pervertex; (c) Model-based with UV texture-mapping for the visible areas.
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Figure 12: Alexandros: (a) Raw textured data; (b) Raw, with enhanced (pre-processed)
textures; (c) Model-based, color-per-vertex; (d) Model-based with UV texture-mapping
for the visible areas.

Figure 13: Per-frame RMS error for the “VLenia” sequence. Upper row: Results of the
proposed method (2 views with AWGN and missing data); Bottom row: Results of [Ichim&
Tombari, Robotics and Autonomous Systems, 2016].

2.4. Quantitative evaluation and comparisons
2.4.1. Pose tracking
In the spirit of Fig. 19 of the paper, Fig. 13 gives example comparative results, illustrating the per-frame RMSE of the proposed method vs
the method of [Ichim& Tombari, Robotics and Autonomous Systems, 2016],
specifically for the “VLenia” sequence. Similar results are given in Fig. 14 for
“VApostolakis”. Although working quite robustly with our data, the method
cannot work as accurate as the proposed one. As explained in the paper, a
reason is probably the fact that the method does not use a custom model
for a specific actor. Instead, it aims to estimate the global shape of the user
body, as the weight average of generic BlendShapes and cannot handle well
loose clothing. Figure 15 shows an example of the tracking process of the
method for “VApostolakis”.
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Figure 14: Per-frame RMS error for the “VApostolakis” sequence. Upper row: Results of
the proposed method (2 views with AWGN); Bottom row: Results of [Ichim& Tombari,
Robotics and Autonomous Systems, 2016].

Figure 15: Three frames of the tracking process of [Ichim& Tombari, Robotics and Autonomous Systems, 2016] for “VApostolakis”. The input point-cloud, the tracked skeleton,
the fitted model are shown.
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Figure 16: Per frame quantitative results for the VolumeDeform-like approach and the perframe TSDF, for “VDalexiad” with 4 views: RMS Distance (mm) of the (a) extracted
mesh vs GT (E-GT) and (b) vice-versa (GT-E).

2.4.2. Surface estimation
With respect to quantitative evaluation of surface reconstruction, Figures
16 and 17 depict the GT-E and E-GT RMS erros of the multi-view VolumeDeform approach, the simple per-frame TSDF approach and the proposed one,
applied to ‘VDalexiad” with 4 views . The Figures are in the same spirit
with Figures 20, 21 of the paper and similar conclusions can be drawn: The
GT-E metric, which reflects the completeness of the output mesh, for the
VolumeDeform-like approach (blue line, upper diagram in Fig. 16) starts decreasing after each “reset”, until after some frames the method loses tracking
and the error starts increasing. Comparing the RMS error metrics with those
in Fig. 17, it becomes evident that the model-free approach cannot be as
robust and accurate as the proposed model-based one.

17

Figure 17: Per frame quantitative results with the proposed approach for “VDalexiad”
with 4 views: RMS Distance (mm) of the extracted mesh vs GT (E-GT) and vice-versa
(GT-E).
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Figure 18: Swing and twist of a ball-and-socket joint.

3. Additional issues
3.1. Additional explanatory figures
3.1.1. Swing and Twist axes - Ellipsoidal angular constraints
As described in paper (subsection 3.2), to simplify the task of applying
constraints to ball-and-socket joints, a joint rotation can be thought as being
composed of a 2-DOF “swing” component, which controls the direction of
the bone attached to it, and a 1-DOF “twist” component that defines the
bone’s rotation around itself. This is schematically explained in Fig. 18.
The proposed method implicitly applies joint rotation constraints via the
definition and use of a penalty function that is zero when swing rotation
remains inside a valid angular ellipse and increases smoothly as the rotation
goes outside this ellipse. The ellipsoidal angular constraints are described
in Fig. 19, along with an example of the corresponding smooth penalty
function.
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Figure 19: Ellipsoidal angular constraints for the swing component (left) and the corresponding smooth penalty function (right).

3.1.2. The 3D data association mechanism
Subsection 4.2 of the paper describes a 3D data association approach
that associates a point in one point-cloud with vertices in another cloud
and defines target point positions. This mechanism is illustrated in Fig 20.
Please, refer to the paper for details.
3.1.3. Pre-processing the input RGB views
Subsection 5.2 of the paper proposes a method for pre-processing the input RGB views, in order to handle the background-on-foreground texture
artifacts, due to the inherent limitations of consumer-grade RGB-D sensors.
The method is based on a sequence of steps that use morphological operations on the silhouettes (see paper for details). The method is schematically
explained in Fig. 21.
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Figure 20: The data association algorithm: Given a point-cloud (blue or gray dots) and a
source point (green dot), it finds a target position for this point.

Figure 21: Handling the background-on-foreground artifacts. From left to right: i) Original
RGB view; ii) Initial silhouette on the RGB image plane; iii) Morphologically Closed
silhouette; iv) Eroded silhouette; v) Output RGB view, with augmented foreground.
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Figure 22: Facial feature points Hf , manually defined on the “Lenia” model, during the
off-line phase.

3.2. On the use of high-level features tracking
The proposed framework of Layer #1 can incorporate high-level tracking
information, directly extractable from the input RGB-D streams. We shortly
explain and demonstrate how this extra high-level information, if available,
can be used.
Kinect2 SDK can track five facial points (L/R eyes, nose tip, L/R mouth
corners) on the IR camera plane. To exploit this piece of information, a set
of handles Hf is manually defined on the model, during the off-line phase, as
shown in Fig. 22. During the on-line phase, given the depth information, the
tracked 2D points are transformed onto the 3D space. If the face is visible
in more than one camera, the most front-facing one is selected, considering
the angle between the line-of-sight and the vector normal to the face. To
compensate for tracking noise, five distinct Kalman filters are used, each
applied for a 3D facial point. The tracked positions of the feature points are
denoted as xfn , n = 1, . . . , 5. In order to include the additional constraints,
the distance function of equation (3) in the paper is modified to: E 0 (P) ←
P
E(P) + w i∈Hf ||xfi − vi (P))||2 , where the weight is selected to be equal to
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Figure 23: (a) An RGB view; (b) Raw 3D data; (c),(e) Tracked head, without and with the
use of high-level facial features information; (d),(f) The corresponding output deformed
surface.

w = 5 in our expriments.
It was practically observed that when the human’s head does not contain
strong geometric features (e.g. in the case of short hair or small nose, as
with the “Apostolakis” actor) the incorporation of the facial-features tracking information, as explained above, may assist the robust head’s tracking.
We experimented with the “Apostolakis1” sequence and Fig. 23 shows an
example. The actor’s head was fast rotated. As, shown in Fig. 23(c) the
pure method could not “capture” well the rotation of the head around the
neck axis, in contrast to 23(e). Thus, the facial features in the final deformed
surface of Fig. 23(d) are not so well reconstructed, compared to 23(f).
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4. Implementation details
Including the raw 3D reconstruction and the FT-based surface reconstruction (described in subsection 2.1 of the paper), a portion of the on-line
method’s part was implemented on the GPU using CUDA (v5.5). With
respect to the 3D data association algorithm of subsection 4.2, the CUDAenabled Flann library (v1.8.4) is used for the construction of k-D tree and
nearest neighbor search. The skeletal Linear Blend Skinning-based deformation of the model was CUDA-implemented, which in combination with
the CUDA-OpenGL interoperability framework is used for off-screen rendering of the model, needed for the calculation of the energy metrics on
the 2D image plane (subsection 4.4). Finally, the 3D distance-field calculation method [Coeurjolly and Montanvert, PAMI07] was implemented to
run on the GPU. Our CUDA implementation calculates the distance-field in
∼ 25msec/106 voxels, which results into < 100msec considering a relatively
large voxel grig of 140 × 200 × 140 voxels.
On the other hand, although the energies are calculated on the GPU,
all optimization methods (LM, Downhill-simplex and ISA) run on the CPU
using our own implementation, apart from LM which is based on the levmar
library. The laplacian deformation framework was implemented making use
of the matrix-oriented EIGEN library (v3.2.7). We note that all relevant
code runs on a single CPU thread.
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